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Abstract: Fake online reviews undermine the credibility of digital 

markets by swaying consumers and eroding trust in businesses. Detecting 

fake reviews is essential for online platforms to ensure user trust. 

Advanced fake review detection capabilities are required to understand 

sophisticated fake reviews since they are written in refined speech styles 

and exist in enormous and highly imbalanced review datasets. Machine 

learning models trained on such datasets tend to be biased in their 

predictions. Traditional approaches, such as undersampling and 

oversampling, struggle to mitigate these problems and often introduce 

missing information or prediction errors. A new handling method emerged 

using a Siamese Bidirectional Long Short-Term Memory (SBiLM) 

framework that addresses class imbalance without resorting to sampling 

procedures. The proposed Enhanced SBiLM model uses a robust similarity 

measure to handle semantic relationships better and employs embedding 

magnitude analysis to provide interpretability that reveals the key features 

driving predictions. We preprocessed the Yelp filtered dataset and 

evaluated the performance of the proposed model using the Yelp filtered 

dataset; the model demonstrates superior performance compared to SBiLM 

and baseline approaches (DNN, CNN, SMOTE-DNN), achieving 

improved precision (0.99), recall (0.98), and F1-score (0.98), particularly 

for detecting fake reviews.  Our robust and interpretable model addresses 

critical challenges in fake review detection and has the potential to 

contribute to a more trustworthy online environment.   

1 INTRODUCTION 

With the digitalization of the business world, online reviews play a crucial role in 
establishing behavioral norms in the marketplace, as the business environment is highly 
dependent on them. The marketplace relies heavily on online reviews, which impact the 
decision-making of more than 80% of U.S. consumers when purchasing a product or service, 
as shown by Salminen et al. [1]. According to Cardoso et al. [2], Yelp filters about 16 
percent of reviews as fake, and increasing star ratings can lead to 5–9 percent more sales. 
The manipulation of reviews occurs in two ways: by hand or by automated systems to create 
false content. The detection of fraudulent reviews is unique due to its technical features, as it 
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differs from other spam-detection techniques. Conventional content-based filtering methods 
are less effective at detecting and countering deception strategies, and authentic reviews 
significantly outnumber fake reviews in practice. As discovered by Yao et al. [3], this creates 
a class imbalance problem that challenges machine learning models. 
 Standard methods for handling imbalanced data in classification tasks have yielded only 
moderate results when applied to verifying review authenticity. The disjointed resampling 
methods and artificial methods of data augmentation fail to preserve the authenticity of the 
training data. As reported by Singhal and Kashef [4], they either break data integrity or form 
unnatural patterns that do not occur in real-world conditions. Advanced methods are required 
because conventional approaches produce poor outcomes in maintaining data authenticity 
and solving the imbalance problem. New embedding methods now present promising ideas 
for detection. As illustrated by Dasgupta and Buckley [5], multi-embedding techniques can 
effectively detect deceptive signatures in language. 
 Siamese neural networks began as verification systems for biometrics, introducing 
modern methods of similarity-based learning, as established by Bromley et al. [6]. Later, 
Gupta et al. [7] presented the SBiLM model, proposing a new framework that integrates a 
Siamese architecture into Bi-LSTM networks. This approach addresses class imbalance 
problems without using traditional sampling techniques. While SBiLM shows promising 
results, its performance could be improved by better similarity measurement components 
and more precise feature analysis methods. 
 The proposed work contributes to the field by overcoming some of the most common 
weaknesses of existing fake review detection methods, such as SBiLM. In our improved 
model, we capture semantic relationships between reviews more accurately by substituting 
the Manhattan distance metric with cosine similarity. As illustrated by Kowsari et al. [8], 
cosine similarity is highly effective in text classification tasks, particularly for capturing 
semantic similarity in high-dimensional embeddings. We also apply embedding magnitude 
analysis to reveal the characteristics that influence predictions. This technique not only 
enhances current detection capabilities but also provides the interpretability essential for 
practical applications. Our methodology is much more accurate and interpretable than 
SBiLM and other baseline methods (DNN, CNN, SMOTE-DNN) and promotes the overall 
objective of building trust in online markets. The rest of the paper is structured as follows: 
Section 2 provides a detailed literature review. An outline of our proposed architecture is 
given in Section 3. In Section 4, we have shown the experimental setup. Section 5 discusses 
the results, whereas Section 6 provides an explainability analysis. The paper concludes in 
Section 7. 

2 RELATED WORK 

Reviews posted online are a key stimulus for digital markets and act as a pillar of 
business success. According to Salminen et al. [1], over 80 percent of consumers in the U.S. 
use online reviews to make their buying decisions. However, platforms such as Yelp 
automatically flag about 16% of reviews as suspicious, and this detection is still incomplete 
[2]. This encourages bad actors to manipulate reviews, especially in highly competitive 
marketplaces. The main challenges in detecting fake reviews relate to data sampling and 
class imbalance. Singhal and Kashef [4] analyzed traditional sampling methods and found 
that random undersampling (RUS) severely degrades the information of genuine reviews, 
while random oversampling (ROS) introduces artificial patterns that disrupt the natural 
distribution of the language.  Similarly, Saxena et al. [9] found that the Synthetic Minority 
Oversampling Technique (SMOTE) improves classification but adds artificial patterns that 
do not resemble natural reviews. Recently, embedding-based techniques have opened up 
new opportunities for semantic analysis. Dasgupta and Buckley [5] proposed a multi-
embedding convergence network that uses word-level embeddings for lexical patterns, 
sentence-level embeddings for contextual understanding, and document-level embeddings 
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for semantic coherence. They found that neural embeddings with interpretable features are 
highly effective at detecting deceptive content.  

Siamese neural networks have been used to improve review authentication. When 
initially developed to verify signatures, these networks consisted of twin architectures with 
shared weights and a distance loss function, as suggested by Bromley et al. [6]. A recent 
model, known as the Siamese Bi-LSTM Model (SBiLM), uses bidirectional LSTM layers 
along with the Manhattan distance, as proposed by Gupta et al. [7]. However, for text-based 
tasks, cosine similarity is a stronger alternative. As shown by Kowsari et al. [8], cosine 
similarity is resistant to high-dimensional sparse data and can effectively learn semantic 
constraints in embeddings. Serrano and Bellogin [10] also validated that using cosine 
similarity in Siamese networks is advantageous when capturing semantics is required. 
Consequently, it is a highly suitable substitute for the Manhattan distance when performing 
review authentication tasks. 
 

 The literature identifies several gaps that our work addresses. As stated by Singhal and 
Kashef [4], conventional sampling techniques undermine data integrity, while synthetic 
sampling techniques introduce artificial patterns, as discovered by Saxena et al. [9]. 
Moreover, current approaches often lack interpretability, limiting their transparency and 
practical credibility. Our work addresses these gaps by applying cosine similarity for 
improved semantic capture, using embedding magnitude analysis to ensure interpretability, 
and employing a sampling-free architecture to handle class imbalance without the limitations 
of traditional approaches. 

3 PROPOSED MODEL ARCHITECTURE 

The proposed Enhanced Siamese Bidirectional Long Short-Term Memory (Enhanced 
SBiLM) fake review detection model is shown in Figure 1. The model uses a Siamese neural 
network architecture for similarity learning. This architecture uses shared parameters to learn 
discriminative features that distinguish genuine from fraudulent reviews. Bidirectional 
processing of the review text allows the model to capture complex temporal relationships. 
The model comprises three main components; the first is an embedding layer that transforms 
input tokens into 100-dimensional dense vectors (with shared weights across both Siamese 
network branches). The second is a bidirectional LSTM layer (32 units) that processes these 
vectors, and the third is a cosine similarity metric that calculates the similarity between the 
encoded representations of paired reviews. This similarity is computed using the equation 
(1). 

𝑐𝑜𝑠(𝑥, 𝑦)  =  
𝑥.𝑦

||𝑥|| ||𝑦||
                   (1) 

 
 where 𝑥 and 𝑦 are the LSTM-encoded review pair representations, “.” denotes the dot 

product, and ||. ||represents the L2 norm (magnitude). The scores are 0 (dissimilar), 
1(similar).  The architecture takes input sequences of up to 2000 tokens and uses a dropout 
rate of 0.6 to prevent overfitting.  This model uses binary cross-entropy as its loss and Adam 
optimizer to update model weights in order to minimize error in the successive iteration. 
Moreover, the model includes an explainability element to increase transparency and 
interpretability. This component examines the importance of words in pairs of reviews, 
visualizing the contribution of the word to the similarity score, extracting embedding 
magnitudes of the embedding layer and ranking words by magnitude to identify influential 
words. 
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Figure 1 Proposed Model Architecture 

3.1 Model Workflow 

Figure 2 demonstrates the workflow of Enhanced SBiLM model. It starts with data 
preprocessing, which includes text cleaning and the creation of review pairs. These pairs are 
fed into the model, where word embeddings are generated and processed through the 
bidirectional LSTM layers. Cosine similarity is then computed between the resulting 
embeddings, yielding a classification decision of fake or real. Finally, the explainability 
component analyzes the embedding magnitudes to provide insights into the model's 
decision-making process. 
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Figure 2 Workflow of the model 

4 EXPERIMENTAL SETUP 

Among the various datasets used for Fake Review Detection (FRD), the Yelp labeled and 
YelpChi datasets are particularly notable. These publicly available datasets contain Yelp 
reviews designed to identify deceptive reviews. They were created using Yelp’s FRD 
algorithms filtering method, eliminating human error in the classification process. 

 For this work, we utilize the Yelp-labeled dataset from Kaggle, comprising hotel 
reviews across North America from 2007 to 2015. Reviews in this dataset are labeled: -1 for 
fake reviews and 1 for genuine reviews. Key columns in the dataset include user-id, rating, 
date, review, and label. Similarly, the YelpChi dataset includes restaurant and hotel reviews 
from Chicago (2004-2012) with similar features. (User-id, product-id, rating, timestamp, 
review, label, etc). 

  Table 1 presents the class distribution for both datasets. The significant class imbalance 
in both datasets, particularly the higher proportion of genuine reviews, poses a key challenge 
that our Enhanced SBiLM model addresses. 
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Table 1 Dataset Statistics 

Dataset 
Total 

Reviews 

Genuine 

Reviews 

Fake 

Reviews 

Genuine 

(%) 

Fake 

(%) 

Yelp-labeled 358,156 321,271 36,885 89.71% 10.29 

YelpChi 

(Restaurants) 
67019 58716 8303 87.62 12.38 

YelpChi 

(Hotels) 
5858 5078 780 86.69 13.31 

 
 The disproportionately small percentage of fake reviews within these datasets makes 

them significantly imbalanced, which is the primary reason they were selected for the 
experiment. 

4.1 Data Preprocessing 

We used spaCy to perform several NLP preprocessing steps on the two datasets. The text 
cleaning process involved the following:  common stop words were removed using spaCy’s 
built-in list to reduce noise, punctuation was eliminated, extra spaces (leading, trailing and 
multiple spaces) were removed to clean up the tokenization, and all the text was converted to 
lowercase to remove the case sensitivity. The cleaned text was then sent through the spaCy 
pipeline for tokenization and lemmatization. This step helps to reduce the vocabulary size 
and improve the model's performance. All reviews were padded or truncated to a maximum 
of 2000 tokens to ensure uniform input length for the Siamese network. Reviews shorter than 
2000 tokens were padded with zeros, while longer reviews were truncated to the first 2000 
tokens. The padding process is defined as follows: 
  

𝑃𝑎𝑑𝑑𝑖𝑛𝑔(𝑠𝑒𝑞,  𝑚𝑎𝑥𝑙𝑒𝑛𝑔𝑡ℎ) = {
𝒔𝒆𝒒 ,                               𝑖𝑓 𝑙𝑒𝑛(𝑠𝑒𝑞) = 𝑚𝑎𝑥𝑙𝑒𝑛𝑔𝑡ℎ   

0 𝑚𝑎𝑥𝑙𝑒𝑛𝑔𝑡ℎ−𝑙𝑒𝑛(𝑠𝑒𝑞)  𝑖𝑓 𝑙𝑒𝑛(𝑠𝑒𝑞) = 𝑚𝑎𝑥𝑙𝑒𝑛𝑔𝑡ℎ

   (2) 

 
 Where 𝑠𝑒𝑞 is the sequence of tokenized words, 𝑚𝑎𝑥_𝑙𝑒𝑛𝑔𝑡ℎ is the desired length to 
which all sequences are padded. As the final preprocessing step, review pairs consisting of 
similar and dissimilar combinations were created within each category (genuine/fake) to 
prepare the dataset for processing by the model. 

4.2 Vocabulary Analysis and Word Distribution 

The word distribution analysis of the datasets helps us understand the linguistic 
differences between authentic and fake reviews. After preprocessing, we created word 
clouds to visualize the frequency distribution of the remaining terms in the corpus. These 
visualizations help clarify the vocabulary features that may affect the model's ability to 
identify fake reviews. 

 This vocabulary distribution reveals interesting similarities and differences between the 
authentic and fake restaurant reviews, as shown in Figures 3, 4 and 5. In authentic reviews 
(Figure 4) there is a higher use of certain descriptive words, including "york," "pretty" and 
"great place" which hints at a more location-specific and detailed observations. Service-
related terminology, such as wait and service, along with time markers, such as “hour” and 
“minute,” are found in these reviews, mirroring the detailed descriptions of actual dining 
experiences. 
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Figure 3 Vocabulary distribution across               Figure 4 Word frequency distribution in real reviews  

the datasets  

 

  Conversely, the frequencies of generic emotional words like "amazing," “love,” 
and “enjoy” appear more frequently in fake reviews (Figure 5), while the specific time or 
place dependent terms are less common. The word “try” is also more dominant in fake 
reviews, which may reflect a persuasive intent rather than an actual narrated experience. In 
the combined word cloud (Figure 3), general evaluative words like "good," "food," and 
"think" are the most prevalent across both classes. However, slight differences in vocabulary 
usage emerge, serving as important features for classification. Notably, specific food items 
like "pork belly," "mac cheese," and "ice cream" appear in the combined distribution, 
suggesting that genuine reviews are much more likely to reference actual menu items. 

 

 

 

 

 

 

 

 

 

 

 

 
 These vocabulary patterns informed some of the main design decisions in the model 

architecture. First, location-based references and domain-specific terminology helped select 
the embedding dimension to capture semantic relationships. Second, the observed 
differences between specific and generic term usage supported our decision to use 
bidirectional LSTM layers with 32 units. 

4.3 Training Phase 

We generated training subsets using genuine and fake reviews across three sample sizes 
of 1000, 2000, and 3000, each containing an equal number of genuine and fake reviews 
(0.5n each). Given the Siamese structure of the model, training pairs were created in every 
possible combination (real–real, fake–fake, real–fake, and fake–real), where similar pairs 
were labeled 1.0 and dissimilar pairs were labeled 0.0. Since the Enhanced SBiLM model 
relies solely on review text and labels, the characteristics of both the Yelp-labeled and 
YelpChi datasets are compatible. After achieving the best performance on the Yelp-labeled 
dataset with 3000 samples and 400 epochs, the same configuration was applied to YelpChi, 
yielding similar results. Although YelpChi contains both restaurant and hotel domains, the 
hotel domain contained only 780 fake reviews, which was insufficient for independent 

Figure 5 Word frequency distribution in fake content 
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training. Consequently, we merged both YelpChi domains into shared training subsets to 
handle the class imbalance effectively. 

 The Adam optimizer was adopted because it provides  straightforward implementation, 
efficient memory use, and effective performance on large datasets. It served as a core 
component for optimizing the performance of the binary cross-entropy loss function. 
Designed for binary classification problems, binary cross-entropy produces high values for 
incorrect predictions and low values for correct predictions. The binary cross-entropy 
function is expressed using equation (3) 

𝐿(𝑞) = −
1

𝑁
∑ [𝑦𝑖 . 𝑙𝑜𝑔(𝑝(𝑦𝑖)) + 1 − 𝑦𝑖 . 𝑙𝑜𝑔(1 − 𝑝(𝑦𝑖))]𝑁

𝑖=1                                          (3) 

  

Here, N is the total number of reviews, 𝑦𝑖is the label for the ith review (where 1 indicates a 
genuine review and 0 indicates a fake one), and 𝑝(𝑦𝑖) is the predicted probability for the ith 
review. We trained the Enhanced SBiLM model for 100, 250, and 400 epochs. After 400 
epochs, the model started to show learning saturation. 

4.4 Validation Measures 

The following standard validation measures were used to evaluate the trained model on 
the test data. Accuracy (ACC), Precision (P), Recall (R), and F1-Score were computed to 
assess model performance. Accuracy measures the overall percentage of correct predictions. 
Precision measures the percentage of positive predictions that were correctly identified.  
Recall measures the rate at which true positive samples were correctly recognized. The F1-
Score balances precision and recall into a single metric. 

5 RESULTS 

This section presents the results of the Enhanced SBiLM model for fake review detection. 
We compare its performance against several baseline models: Convolutional Neural 
Network (CNN), Deep Neural Network (DNN), SMOTE-DNN, SBiLM, and others. The 
model is evaluated using precision, recall, F1-score, and accuracy to assess its effectiveness 
at identifying fake reviews, particularly given the significant class imbalance in the Yelp-
labeled and YelpChi datasets. The analysis considers the impact of varying training sizes and 
number of epochs on model performance. 

5.1 Model Performance Analysis 

This subsection presents the performance of the Enhanced SBiLM model across different 
training sizes and epochs on the Yelp-labeled and YelpChi datasets. The performance 
metrics are presented in Table 2. 

Table 2 Performance Metrics for Enhanced SBiLM Across Datasets 

Training 

Size 
Epochs Precision (F/R) Recall (F/R) F1-Score (F/R) Accuracy (%) 

1000 100 0.66/0.92 0.55/0.94 0.60/0.93 88.89 

1000 250 0.88/0.97 0.93/0.96 0.90/0.96 94.45 

1000 400 0.98/0.98 0.91/0.99 0.95/0.98 98.12 

2000 100 0.86/0.92 0.62/0.97 0.72/0.95 91.95 

2000 250 0.92/0.94 0.68/0.99 0.78/0.96 94.40 

2000 400 0.94/0.94 0.81/0.98 0.89/0.97 95.34 
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3000 100 0.94/0.86 0.57/0.98 0.71/0.92 87.53 

3000 250 0.95/0.96 0.84/0.98 0.89/0.97 96.17 

3000 400 0.99/0.99 0.98/0.99 0.98/0.99 99.31 

3000 

(YelpChi) 

400 0.99/0.99 0.99/0.99 0.99/0.99 99.77 

 

Notes:- F/R represents Fake/Real classes, respectively- Results demonstrate model performance across different 

training configurations 

 Table 2 presents the detailed performance metrics for the Enhanced SBiLM model across 
various training configurations. To summarize the best overall performance, Table 3 
provides a concise overview of the optimal results for both datasets. 

 
Table 3 Summary of Best Results Across Datasets 

Dataset 
Best 

Configuration 
Precision Recall 

F1-

Score 

Accuracy 

(%) 

Yelp-

labeled 

T=3000, 

E=400 
0.99 0.98 0.98 99.31 

YelpChi 
T=3000, 

E=400 
0.99 0.99 0.99 99.77 

 

Notes: All metrics shown are averaged across Fake/Real classes, T = Training Size, E = Epochs 

5.2 Training Accuracy Analysis 

To better understand the Enhanced SBiLM model's learning properties, we examined its 
training accuracy across different configurations, as presented in Table 4. This table 
demonstrates how the model's learning performance varies based on training size and the 
number of epochs. The model attains high training accuracy when the training set is smaller 
(T=1000), suggesting potential overfitting to the training data. For instance, with 100 
epochs, the test accuracy drops to 88.89%, and the gap between the higher training accuracy 
and lower test accuracy indicates some overfitting. However, with a larger training set 
(T=3000), the model reaches an initial training accuracy of 91.55% at 100 epochs, which 
climbs to 99.31% at 400 epochs, with test accuracy matching closely. This optimal set of 
parameters (T=3000, E=400) exhibits strong generalization. Applying these parameters to 
the YelpChi dataset yields similar results, further confirming the model's effectiveness 
across both datasets. 

 
Table 4 Training Accuracy (%) Across Different Configurations 

Training Size 100 Epochs 250 Epochs 400 Epochs 

1000 100.00 100.00 99.57 

2000 99.25 94.27 98.09 

3000 91.55 98.87 99.66 

3000(YelpChi) - - 99.94 

5.3 Comparative Analysis 

This section presents a comparative analysis of the Enhanced SBiLM model against several 
state-of-the-art methods for fake review detection (Table 5). The results demonstrate the 
significant superiority of this model, achieving high performance on both the Yelp-labelled 
and YelpChi datasets and substantially outperforming existing approaches, particularly in 
detecting fake reviews. 
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Table 5 Comparative Analysis with Existing Methods 

Method Dataset 
Precision 

(F/R) 

Recall 

(F/R) 

F1-

Score 

(F/R) 

Accuracy 

(%) 

Ensemble [3] YelpChi 0.75/- 0.90/- 0.85 90.00 

CNN [7] Yelp Labelled 0.00/0.89 0.00/1.00 - 88.50 

DNN [7] Yelp Labelled 0.25/0.88 0.03/0.99 - 88.00 

SMOTE-DNN [7] Yelp Labelled 0.24/0.90 0.17/0.93 - 84.00 

SBiLM [7] Yelp Labelled 0.51/0.52 0.50/0.55 - 92.79 

MRCS [11] Yelp Labelled 0.89/- 0.95/- 0.92 90.00 

Ensemble [12] YelpChi 0.93/- 0.92/- 0.92 92.42 

Hybrid approach [13] YelpChi 0.90/- 0.90/- 0.90 - 

SIPUL [14] YelpChi -/- -/- 0.85 85.00 

DFFNN [15] YelpChi -/- -/- 0.89 89.00 

Enhanced SBiLM  

(Proposed) 
Yelp Labeled 0.99/0.99 0.98/0.99 0.98/0.99 99.31 

Enhanced SBiLM 

(Proposed) 
YelpChi 0.99/0.99 0.99/0.99 0.99/0.99 99.77 

 

Notes:  F/R represents Fake/Real classes, respectively, Missing values are indicated by (-) 

 

The Enhanced SBiLM achieves high scores on the Yelp-labeled dataset, with 0.99 precision 
for both fake and real classes, resulting in 99.31% accuracy—a substantial improvement 
over all baseline methods. This balanced performance across both classes indicates robust 
classification capabilities. MRCS, developed by Ennaouri and Zellou [11], shows promising 
results with 0.89 precision and 0.95 recall for the fake class; however, the absence of 
precision and recall metrics for the real class prevents a complete comparison, and its 
performance still falls short of the Enhanced SBiLM's balanced performance. In contrast, 
traditional approaches show significant limitations. The CNN model's 0.00 precision and 
recall for fake reviews indicate a complete failure to detect fraudulent content, while the 
DNN's low precision (0.25) and recall (0.03) suggest poor discrimination. Although 
SMOTE-DNN attempted to address class imbalance, it achieved only minimal improvement, 
with 0.24 precision and 0.17 recall. The SBiLM's performance (0.51/0.52 precision) as 
presented by Gupta et al. [7] demonstrates the significant impact of replacing the Manhattan 
distance with cosine similarity in our enhanced model. The Enhanced SBiLM outperforms 
SBiLM by a considerable margin, highlighting the effectiveness of the proposed 
improvements. 

 The Enhanced SBiLM continues to be highly robust on the YelpChi dataset, 0.99 in all 
metrics and 99.77 accuracy, indicating its strength across various aspects of the dataset. The 
Enhanced SBiLM is 6.58% more accurate than the top competing ensemble method by 
Javed et al. [12]. SIPUL introduced by Shunxiang et al. [14] and DFFNN by Hajek et al. [15] 
demonstrate much lower accuracies of 85.00 percent and 89.00 percent accuracy, 
respectively. The hybrid approach of Khurshid et al. [13] and the second ensemble method 
of Yao et al. [3] also show lower performance, with the F1-scores of 0.90 and 0.85, 
respectively. The consistently high performance across both datasets confirms the 
effectiveness of combining cosine similarity with a bidirectional LSTM architecture. This 
approach successfully captures contextual data and handles class imbalance, leading to high 
precision and recall for both classes. Ultimately, the stable and, uniform performance of the 
Enhanced SBiLM model proves its robustness and its potential to be used as a highly 
practical tool for detecting fake reviews. 
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6 EXPLAINABILITY ANALYSIS 

To improve the transparency and reliability of the model, we added an explainability 
element using embedding magnitude analysis. This method utilizes the model’s word 
embeddings to determine the most impactful words driving each prediction. Particularly, we 
obtain word embeddings at an intermediate model layer, calculate the magnitude of the 
embedding of each word and then we take the top five words with the highest magnitude as 
the most influential words in each review. The magnitude of each word's embedding vector 
is calculated using the following equation: 

𝐸𝑚𝑏𝑒𝑑𝑑𝑖𝑛𝑔 𝑚𝑎𝑔𝑛𝑖𝑡𝑢𝑑𝑒 =  ||𝑒||
2

= √∑ 𝑒𝑖
2

𝑑

𝑖=1

 (4) 

 Where 𝑒= [e1, e2, …, ed] is the embedding vector of a word, 𝑑 is the 

dimensionality of the embedding and 𝑒𝑖 represents the individual 

components of the word's embedding vector. 
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Figure 6 Explainability framework 

 Figure 6 shows the explainability framework. It consists of three key parts: model 
output analysis, important-word analysis, and visualization techniques. We get the raw 
similarity scores (0-1) from the model output and use a predefined threshold to make a 
binary classification (similar or dissimilar). The dual-output method enables the finer 
analysis of the similarity degree as well as feasible binary decision-making. The model 
calculates an importance score for each word in the input sequence based on the size of its 
embedding and its contribution to the final similarity score. Finally, a bar chart is used to 
visualize the similarity score and the most important words. 

Figure 7 shows the importance visualization for a sample review pair. The bar chart 
indicates the top 5 most critical words in each review, which give information on the features 
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that influenced the classification of the model. For example, in this instance,  the reviews 
were categorized similar; the words such as “redeem,” “bad,” “kind,” “hole,” “low,”in the 
first review and, “food,” “good,” “dependable,” “meet,” “tasty” in the second review, were 
identified as the most impactful. This interpretability provides valuable insight into the 
model's decision-making process, extending our understanding beyond basic quantitative 
performance measures.  

Figure 7 Words Importance 

By analyzing these key predictive words, we can better understand the model's strengths 

and weaknesses, which helps improve future model designs and data preparation 

procedures. Ultimately, the graphical presentation of these critical words boosts the 

transparency, credibility, and reliability of the model, making it a highly practical tool for 

real-world applications that require clear predictive reasoning. 

7 CONCLUSION 

This paper introduces an Enhanced Siamese Bi-LSTM (SBiLM) model that addresses the 

major shortcomings of fake review detection by being more accurate and more 

interpretable. The model achieves 99.31% accuracy on the Yelp-labeled dataset and 

99.77% on the YelpChi dataset, outperforming all baselines and the state-of-the-art 

methods. The model combines cosine similarity to understand semantics with embedding 

magnitude analysis to explain the decisions, which makes the model’s decision-making 

transparent by visualizing the influential keywords. This interpretability is necessary to 

build trust in automated review systems. Further studies should investigate more 

sophisticated explainability methods such as attention mechanisms, SHAP values, and the 

trade-off between computational expenses. The next steps include testing the deployment in 

the real world, testing it on the various other datasets, and incorporating aspect-based 

sentiment analysis to analyze sentiment patterns across different review dimensions. This 
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work advances fake review detection methods by providing a robust, interpretable model 

that enhances trust and reliability in e-marketplace platforms. 
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