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Abstract—Modern computed tomography (CT) and magnetic
resonance imaging (MRI) systems generate large volumes of
high-resolution medical images, placing significant computational
demands on conventional processing infrastructures. As imaging
studies increase in size and frequency, operations such as slice
normalization, artifact removal, and tumor segmentation become
major performance bottlenecks. Traditional single-node systems
often lack the scalability and computational resources required
to process such data efficiently.

To address these challenges, this paper proposes a distributed
cloud-based framework for scalable CT and MRI image analysis.
The framework leverages Apache Spark for parallel preprocessing
and GPU-accelerated inference for efficient tumor segmentation.
Distributed execution enables the system to handle large imaging
workloads while reducing preprocessing latency compared to
sequential approaches.

The proposed framework is validated using a publicly available
brain MRI dataset. Experimental results demonstrate that
the system efficiently processes large numbers of image slices
and generates reliable outputs, including preprocessed images,
segmentation masks, and performance metrics. Parallelization
significantly improves preprocessing speed while maintaining
consistent segmentation performance.

Furthermore, the framework supports privacy-aware deploy-
ment through optional secure computation, making scalable and
confidential medical image analysis more practical in clinical
environments.

Index Terms—Cloud computing, distributed processing, Apache
Spark, CT/MRI analysis, medical image segmentation, GPU
acceleration, privacy-preserving computation

1. INTRODUCTION

Computed tomography (CT) and magnetic resonance imag-
ing (MRI) are widely used in modern healthcare for diagnosis,
treatment planning, and clinical decision support. Recent
advances in imaging systems have increased both image quality

and scan volume, with a single study often producing hundreds
of slices. This additional image detail supports better clinical
decision-making, but it also increases computational pressure
on hospital imaging systems [4].

Medical image processing involves several computationally
demanding tasks such as preprocessing, slice normalization,
segmentation, feature extraction, and quantitative assessment.
For large datasets, these operations require considerable com-
puting power and efficient resource management. Conven-
tional on-premise systems often struggle because of limited
hardware capacity and restricted scalability, which can slow
down processing and affect workflow efficiency in clinical
environments [2], [9].

Distributed computing has become a practical option for
handling such workloads. Technologies such as Apache
Spark [1] and the Hadoop Distributed File System (HDFS) [9]
support parallel execution, scalable storage, and reliable fault-
tolerant processing. By splitting workloads across multiple
compute nodes, these platforms can shorten execution time and
improve overall processing stability for data-intensive imaging
applications [2].

Cloud-based processing, however, introduces privacy con-
cerns. CT and MRI data may contain sensitive patient infor-
mation, and many current pipelines still process images in
plaintext during remote execution. This creates concerns about
confidentiality and secure handling of medical records. Privacy-
preserving methods such as Fully Homomorphic Encryption
(FHE) [5] offer a possible solution by allowing computation di-
rectly on encrypted data, although the additional computational
cost remains a challenge in practical deployment.

This work integrates distributed preprocessing, GPU-assisted
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tumor segmentation, and optional encrypted computation within
a single pipeline. Testing on a benchmark brain MRI dataset
showed improved preprocessing efficiency, stable segmentation
output, and practical compatibility with clinical imaging
workflows [7], [14].

II. MOTIVATION

CT and MRI imaging datasets continue to grow in both
size and complexity, increasing the need for faster and more
scalable image processing systems [2], [4]. Hospitals and
research centers increasingly depend on automated analysis for
segmentation, feature extraction, and clinical support, placing
additional pressure on existing computational infrastructure.
Cloud computing provides a scalable alternative, although
several technical and privacy challenges remain.

A key concern is secure handling of patient data. Many cloud-
based medical imaging pipelines continue to process scans
in plaintext, increasing the possibility of exposing sensitive
information during remote computation. Another practical issue
is hardware availability. Advanced deep learning methods for
medical image analysis depend heavily on GPU acceleration,
but high-end computing resources are not always available
across healthcare institutions, particularly in cost-sensitive
settings [12].

Distributed platforms such as Apache Spark [1] and
HDEFS [9] provide scalable storage and parallel execution,
making them useful for handling large imaging workloads effi-
ciently [2]. Even so, these systems are not built specifically for
encrypted medical computation. Privacy-preserving techniques
such as Fully Homomorphic Encryption (FHE) allow operations
on encrypted inputs, but their computational overhead remains
high for real-time medical workflows [5], [6].

These challenges highlight the need for a solution that com-
bines scalable processing, efficient computation, and privacy-
aware deployment within a single workflow. The developed
pipeline integrates distributed preprocessing, GPU-based tumor
segmentation, and optional encrypted computation. Testing
on the experimental MRI dataset showed that this approach
can support efficient and secure CT/MRI analysis for modern
radiology use [7], [14].

[II. METHODOLOGY

This section presents the overall design of the proposed
framework, including system architecture, workflow stages,
experimental setup, dataset characteristics, and implementation
details. The methodology focuses on scalable preprocessing,
efficient segmentation, and clinical compatibility within a
distributed cloud-based medical imaging pipeline.

A. System Design

Fig. 1 outlines a three-layer framework composed of the
Clinical Data Layer, the Cloud Processing Layer, and the PACS
Integration Layer. Each layer handles a specific stage of the
workflow, starting with data collection, moving through large-
scale processing, and ending with delivery of clinically usable

Clinical Data Layer
DICOM Acquisition, Validation, Anonymization

Input Data

\d

Cloud Processing Layer
HDFS Storage, Spark Distributed Preprocessing
(Preprocessed Data)
GPU-Accelerated Segmentation
(Segmentation Output)

Processed Output

PACS Integration Layer
DICOM Reconstruction and Clinical Delivery

Fig. 1. Distributed cloud framework for scalable CT/MRI image processing.

outputs. This arrangement keeps the pipeline organized and
manageable in practice.

During the Clinical Data Layer, MRI scans from the publicly
available brain MRI dataset are first collected and prepared
for processing. At this stage, patient-identifying information
is removed from the records. In addition, slice ordering,
metadata consistency, and overall data validity are verified
before computation proceeds further. Basic preparation steps
such as intensity normalization and format verification are also
completed here. When stronger privacy protection is required,
Fully Homomorphic Encryption (FHE) [5], [6] may be included
for selected computations on encrypted image content.

Most computation-intensive tasks are handled in the Cloud
Processing Layer. Apache Spark [1], together with HDFS [9],
distributes preprocessing tasks across worker nodes so that
large imaging workloads can be processed in parallel [2]. GPU-
enabled systems are then used for segmentation inference,
helping reduce runtime while improving scalability for larger
datasets. Privacy-aware modules may also be introduced in this
layer whenever secure execution is required.

At the final stage, the PACS Integration Layer converts
processed outputs, including preprocessed slices, segmenta-
tion masks, and reconstructed image volumes, into DICOM-
compliant formats [7]. These outputs are then transferred back
into the clinical environment, allowing the framework to work
smoothly with existing PACS infrastructure without major
deployment changes [14].

B. Proposed Methodology

The proposed workflow combines distributed preprocessing,
GPU-assisted segmentation, and optional encrypted computa-
tion within a unified CT/MRI pipeline. The main stages are
summarized below:

1) Data Acquisition and Anonymization: MRI scans are
collected either from the benchmark brain MRI dataset or from
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PACS-connected imaging sources. Before any computation
begins, identifying patient details are removed. For privacy-
sensitive workflows, optional FHE-based encryption may also
be applied at this stage [5], [6].

2) Distributed Preprocessing: After anonymization, the
images are uploaded into HDFS. Apache Spark then performs
preprocessing in parallel. This includes slice ordering, intensity
normalization, noise reduction, and DICOM parsing [1], [9].
In the implemented workflow, 159 MRI slices were processed
within seconds, showing the practical advantage of distributed
execution for preprocessing-heavy workloads.

3) Micro-Batch Preparation: Slices are grouped into small
batches of 8—16 images before entering the segmentation stage.
This batching approach improves GPU utilization, reduces idle
compute time, and helps lower inference latency.

4) Deep Learning-Based Segmentation: Tumor segmen-
tation is performed using a lightweight U-Net-based architec-
ture [3]. GPU acceleration, mixed-precision inference [13],
and TensorRT-based optimization [11], [12] are used together
to improve runtime performance while maintaining consistent
prediction quality.

5) Optional Secure Computation: For privacy-critical
workflows, selected operations may be executed on encrypted
data using Fully Homomorphic Encryption [5], [6]. This helps
keep sensitive medical image information protected during
remote cloud-side computation.

6) Reconstruction and DICOM Formatting: Processed im-
age slices together with segmentation results are reconstructed
as valid DICOM series. Essential metadata is preserved so
that the outputs remain suitable for downstream interpretation,
archival storage, and later clinical review [7].

7) PACS Integration and Result Delivery: Final outputs,
including segmentation masks, preprocessing previews, and
evaluation metrics, are returned to PACS systems or stored
for later clinical review. This supports easier adoption of the
workflow within routine radiology practice [14].

C. Experimental Setup

Experiments were carried out in a Python-based computing
environment configured for distributed preprocessing and deep
learning inference. The setup included Apache Spark together
with PyTorch and TensorRT for distributed preprocessing and
segmentation inference.

D. Dataset Description

Experimental evaluation was carried out using a publicly
available brain MRI dataset. The dataset includes 805 MRI
slices collected across varying imaging conditions. Among
these, 646 annotated slices were used for segmentation eval-
uation, while 159 slices without reliable ground-truth masks
were excluded from quantitative analysis. The dataset exhibits
heterogeneous tumor morphology and varying contrast profiles,
supporting realistic segmentation evaluation.

E. Implementation

A modular cloud-based pipeline was used for scalable
preprocessing and automated tumor segmentation. Apache

Spark handles distributed preprocessing, while GPU-enabled
compute nodes perform deep learning inference. MRI slices
together with intermediate outputs are stored in HDFS or cloud
object storage, providing fast access, distributed availability,
and fault-tolerant processing execution.

The software stack includes PyTorch for model inference,
TensorRT for GPU optimization, and pydicom/SimplelTK [8]
for medical image handling and DICOM processing. Mixed-
precision inference and model-level optimization were applied
to reduce latency while maintaining segmentation stability.
A centralized orchestration module manages preprocessing,
batching, GPU scheduling, and DICOM reconstruction across
the full workflow.

1) Preprocessing Output:

Prior to segmentation, each MRI slice is prepared through
intensity normalization, artifact removal, and contrast enhance-
ment, as shown in Fig. 2. These steps improve anatomical
clarity and produce more uniform inputs for segmentation.

Fig. 2. Representative preprocessed MRI slice produced by the distributed
pipeline.

2) Segmentation Output:

After preprocessing, tumor segmentation is performed using
a U-Net-based model [3]. The resulting output is a binary mask
that marks the predicted tumor region, as shown in Fig. 3. This
output can be used for quantitative assessment as well as visual
inspection.

Fig. 3. Tumor segmentation mask generated by the UNet-based inference
module.

3) Overlay Visualization:
To improve visual interpretation, the predicted tumor mask
is overlaid on its corresponding MRI slice, as shown in Fig. 4.
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This makes tumor location and boundary alignment easier to
inspect relative to surrounding tissue.

Fig. 4. Overlay visualization showing the predicted tumor region (red) on the
MRI slice.

The sequence of preprocessing, segmentation, and overlay
generation reflects the practical output flow within the devel-
oped pipeline. Each stage helps transform raw MRI slices into
clinically interpretable results while maintaining compatibil-
ity with distributed execution. Together, these outputs form
the operational basis for evaluating preprocessing efficiency,
segmentation quality, and overall workflow reliability in the
subsequent experimental analysis.

IV. RESULTS

The developed distributed framework was evaluated using
the experimental brain MRI dataset. The evaluation focused
on preprocessing efficiency, segmentation quality, and overall
workflow reliability. The system successfully preprocessed
159 MRI slices and generated corresponding segmentation
outputs for 646 valid images, demonstrating the feasibility
of integrating Spark-based distributed processing [1], [2] with
GPU-accelerated inference [11], [12] for scalable MRI analysis.

A. Preprocessing Speedup

One of the major advantages of the developed system is
the clear reduction in preprocessing time achieved through dis-
tributed execution. Apache Spark enables parallel processing of
MRI slices across multiple worker nodes, substantially reducing
latency compared to sequential execution. This highlights the
effectiveness of distributed computing frameworks for large-
scale medical imaging workloads [2], [9].

The distributed preprocessing pipeline achieved approxi-
mately 88.6% reduction in execution time compared with
sequential preprocessing when scaled from one worker node
to eight worker nodes, demonstrating the effectiveness of
distributed execution for large-scale imaging workloads.

As the number of Spark workers increases, preprocessing
time decreases accordingly. Fig. 5 illustrates the observed
performance improvement when scaling from a single worker
to multiple workers, confirming the efficiency and scalability
of the distributed preprocessing pipeline.

Preprocessing speedup with distributed workers
70

N W oA U o N
o © © © © o

Preprocessing time (s)
w
N

15

|| .

i) 2 4 8
Number of Spark workers

—
15}

o

Fig. 5. Preprocessing speedup achieved using different numbers of Spark
workers.

B. Segmentation Performance Distribution

Segmentation performance was evaluated using the Dice
Similarity Coefficient (Dice) and Intersection over Union (IoU)
metrics, which are widely used for quantitative evaluation of
medical image segmentation models. These metrics measure
how closely the predicted tumor regions align with the
corresponding reference masks across the dataset.

The distribution of Dice and IoU scores, shown in Fig. 6,
reflects the model’s ability to identify tumor regions under
varying anatomical structures and contrast conditions. The
observed variability highlights challenges associated with
limited annotations, heterogeneous MRI scans, and varying
tumor appearances. Despite these constraints, the framework
shows stable baseline segmentation performance suitable for
scalable clinical imaging workflows.
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Fig. 6. Distribution of Dice and IoU scores across the MRI dataset

C. Summary of Evaluation Metrics

Table I summarizes the overall evaluation results obtained
from the experiments. The table presents the total number
of processed images, the number of slices skipped due to
missing ground-truth annotations, and the average segmentation
performance for all valid cases.

The results demonstrate the effectiveness of the framework
in producing consistent segmentation outputs while maintaining
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scalable and efficient execution. The obtained Dice and IoU
values provide a strong baseline for future improvement using
larger annotated datasets and more advanced segmentation
architectures.

TABLE I
QUANTITATIVE PERFORMANCE EVALUATION OF THE PROPOSED
FRAMEWORK
Metric Value
Total Images Processed 646
Images Skipped (No Ground Truth) 159
Average Dice Score 0.5037
Average IoU Score 0.3788

V. DISCUSSION

The experimental results indicate that the developed cloud-
based pipeline can accelerate MRI preprocessing while main-
taining stable segmentation performance across the dataset.
A clear reduction in preprocessing time was observed when
distributed execution was used in place of sequential execution.
The Spark-driven pipeline efficiently distributed preprocessing
tasks across worker nodes, reducing computational delay and
improving throughput for large multi-slice MRI workloads.
Similar trends have also been reported in earlier distributed
medical imaging studies, and the behavior observed here is
consistent with those findings [1], [2].

The segmentation stage also produced encouraging results.
The U-Net-based model generated tumor masks across MRI
slices with varying contrast levels, image quality, and struc-
tural complexity. Since reliable ground-truth annotations were
limited, Dice and IoU evaluation had to be performed under
constrained conditions. Another practical factor was the use
of a lightweight baseline segmentation model, selected to
keep inference efficient within the distributed workflow. Even
with these limitations, the segmentation outputs remained
meaningful and reasonably consistent across much of the
dataset.

This is relevant because publicly available medical imaging
datasets often contain sparse labels, incomplete annotations, and
inconsistent image quality, which remain common challenges
in medical image analysis research. With clinically validated
annotations and larger curated datasets, segmentation quality
is likely to improve further.

The study also examined the possibility of combining
scalable cloud processing with privacy-aware computation.
Full deployment of Fully Homomorphic Encryption (FHE)
across the complete dataset was not practical because of
its computational overhead, especially when integrated with
large-scale distributed execution. Even so, prior research
has shown that encrypted-domain computation can preserve
important structural image information while maintaining data
confidentiality during remote processing [5]. This suggests a
practical direction for future healthcare systems to address
both computational scale and privacy requirements. At present,
the framework balances scalability, preprocessing efficiency,

baseline segmentation capability, and privacy-aware system
design, while still leaving room for further clinical refinement.

VI. CONCLUSION

This work presents a distributed cloud-centric pipeline for
scalable MRI preprocessing and automated tumor segmentation
within modern medical imaging workflows. By combining
Apache Spark-based parallel execution, distributed storage
through HDFS, and GPU-accelerated deep learning inference,
the developed system improves computational efficiency com-
pared with conventional single-machine processing methods.
Experimental evaluation showed clear improvement in prepro-
cessing speed while maintaining reliable end-to-end execution
across the processing pipeline.

Validation on the benchmark brain MRI dataset further
showed that the system can generate preprocessed outputs,
tumor segmentation masks, and clinically interpretable visu-
alizations in an efficient and scalable manner. Although a
lightweight segmentation model was used in this study, the
framework consistently generated meaningful tumor masks
across multiple MRI slices with varying imaging characteristics.
The obtained Dice and IoU values offer a practical baseline for
future segmentation enhancement, particularly in scenarios
where annotation quality is limited and image variability
remains high. This indicates that the framework provides a
scalable foundation for future model-level improvements.

The work also highlights the feasibility of privacy-aware
medical image analysis in cloud environments. Existing studies
have shown that Fully Homomorphic Encryption can support
encrypted-domain computation while preserving meaningful
structural image information [5]. In parallel, the generation of
DICOM-compliant outputs ensures compatibility with existing
PACS-based clinical systems [7], [14], making integration
with healthcare workflows more practical. Another strength
of the study lies in combining distributed preprocessing,
GPU-based segmentation, and optional encrypted computation
within one unified medical imaging workflow. This integrated
design can support future radiology systems that require
scalability, computational efficiency, interoperability, and secure
processing.

VII. LIMITATIONS

A few practical limitations should be acknowledged. The
present framework was evaluated using a lightweight U-Net
baseline and a publicly available dataset where annotation
quality was limited for several samples. As a result, segmenta-
tion evaluation was constrained by sparse labels, incomplete
annotations, and variability in imaging quality. While this
reflects challenges commonly seen in publicly available medical
datasets, it also means that segmentation accuracy should be
viewed as a baseline rather than an upper performance bound.
Another limitation is that Fully Homomorphic Encryption
was considered as an optional privacy-preserving component
but was not deployed end-to-end across the full distributed
pipeline because of computational cost. In large-scale practical
settings, efficient encrypted-domain execution remains a major
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systems challenge. In addition, broader validation across larger
multi-institutional datasets, different MRI acquisition settings,
and clinically validated annotations is still needed before full
clinical deployment can be considered. These limitations outline
clear directions for future work while also defining the practical
scope of the current study.

VIII. FUTURE WORK

Several directions remain for extending this work. One
important next step is improving segmentation accuracy through
stronger deep learning architectures. Models such as 3D U-Net,
Transformer-based segmentation networks like TransUNet [10],
and hybrid CNN—Vision Transformer models offer better ability
to capture volumetric tumor structure and improve localization
accuracy, especially in heterogeneous MRI datasets. Exploring
such architectures within the present distributed pipeline can
further strengthen segmentation performance without changing
the overall framework design.

System-level optimization also remains an important area for
improvement. Faster task scheduling in Apache Spark [1], lower
GPU inference latency through optimization frameworks such
as TensorRT [11], improved batching strategies, and workload-
aware autoscaling in cloud environments can further reduce
execution time. Such improvements may bring the framework
closer to near real-time medical image processing, which would
be valuable for large-scale clinical imaging workloads and
remote healthcare systems.

Privacy-preserving medical image analysis is also a promis-
ing direction for further study. Optimized Fully Homomorphic
Encryption [5], federated learning, split learning, and hybrid
secure computation strategies may allow collaborative analysis
across multiple healthcare institutions without requiring direct
sharing of sensitive patient data. Earlier work suggests that
encrypted computation can preserve important structural proper-
ties of medical images while maintaining confidentiality during
analysis. Extending these ideas to full volumetric 3D MRI
analysis remains both a technical challenge and an important
long-term objective.

Development of a practical clinical prototype would further
strengthen the real-world impact of the work. Integration with
PACS systems, clinician-facing visualization interfaces, work-
flow automation modules, and deployment-ready orchestration
tools can help bridge the gap between experimental research and
day-to-day radiology practice [7], [14]. This would help move
the framework toward practical use in healthcare environments.
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