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Abstract—The swift expansion of the cosmetics industry
gave birth to consumer anxiety about ingredient safety and
long-term health effects. The existing cosmetic evaluation
tools primarily use fixed ingredient risk databases and simple
scoring systems. Concentration often reflects the order, while
individual usage pattern is not taken into account by these
systems. A dynamic concentration-aware hybrid framework
for predicting toxicity of cosmetic products is proposed in this
paper. An ingredient toxicity classifier that is based on
machine learning is combined with a concentration weighting
model. The classifier uses text vectorization via TF-IDF with
chosen numeric features to predict toxicity. An exponential
decay function is applied to the ingredients to give special
importance to the ingredients that appear first in the ingredient
list. This is a usage sensitive aggregation which modifies the
overall risk of the product as per frequency and intensity. The
structure includes a personalized wellness module that checks
the compatibility of ingredients with user-specific allergies
and skin concerns. Additionally, one component that measures
efficacy assesses whether active is recognised. The outcome
obtained through analysis of several designs over a curated
dataset of cosmetic products demonstrates that concentration
aware scoring differentiates risk better than flat-weight
scoring methods. All in all, this framework can be used to
analyse the safety of cosmetics. It is adaptable and

customized.
Index Terms—Cosmetic Toxicity, Ingredient Risk
Modeling, TF-IDF Classification, Personalized Safety
Assessment.

[. INTRODUCTION

The demand for cosmetic and personal care product has
increased especially for product that caters to an individualized
skin type due to rapid global growth. With time, the worries
about ingredient safety, long-term exposure, and potential skin-
related dangers have also heightened. Even though cosmetic
labels put ingredients in descending order based on their
concentration, most safety tools do not regard this ordering.
Instead, they often give the same risk score to all these ingre-
dients and ignore their concentration in the product and the
frequency of use. There is a disconnect between transparency
provided by regulators which consumers do not receive in
practice.

A number of traditional systems for safety assessment
of cosmetics rely on static toxicity databases and simplistic
risk categories. Even if ingredient-level data is useful, these
databases do not model real-world exposure. Whether a prod-
uct can adversely affect human health depends not only on the
presence or absence of an ingredient but also on the dose used,
the frequency of the product’s application and its interactions
with sensitivities. Methods that value all ingredients equally
may give undue risk estimates to ingredients present in very
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low amounts and underplay the impact of ingredients present
in larger amounts.

Moreover, existing systems offer little to no personalization
features for allergy detection, skin condition suitability, usage
behaviour, and the like. Thus, the proposed work reports a
concentration-aware hybrid framework for dynamic toxicity
assessment of cosmetic products. The system combines a
machine-learning-based toxicity classifier for ingredients with
an aggregation model that is concentration dependent based
on order of ingredients. The ingredient-level classifier employs
TF-IDF vectorization to analyse ingredient names in addition
to selecting numerical features to yield toxicity score and risk
label. This method enables toxicity prediction at scale without
having to define rules for each ingredient.

The framework utilizes a concentration weighting model
based on exponential decay for better real exposure represen-
tation. Because ingredients are listed from highest to lowest
concentration, the ingredients listed on the top carry the most
weight. After a cutoff, a decay function is applied to account
for decreasing concentrations. This method produces a more
realistic product-level toxicity score compared to a simple
presence score. Also, a usage-aware multiplier is added to the
toxicity score. It adjusts toxicity taking into account frequency
and intensity of product use. This helps in dynamic exposure
modelling.

The system does not just estimate toxicity but also includes
a personalized wellness module designed to evaluate the
compatibility of the product’s ingredients. This is done with
the user’s specific profile for allergies, skin concerns, and other
aspects. A score from a food item is adjusted positively and
negatively. A efficacy assessment section further investigates
the formulation by identifying active molecules to provide
insight into the product’s likely effect. The framework also
allows Al-based skin condition analysis through inference on
images (which may be an optional integration) to link skin
condition with product recommendation.

This research study contributes the following:

1) A computer system for classifying ingredient toxicity
based on TF-IDF.

2) An exponential decay model for realistic dose estimation
that considers concentration.

3) A usage-sensitive aggregation mechanism for dynamic
product-level toxicity scoring.

4) Integration of personalized wellness and efficacy evalu-
ation modules within an explainable and modular archi-
tecture.

Unlike traditional static scoring systems, the proposed
framework combines machine learning with heuristic mod-
eling to provide a more interpretable and exposure-aware
cosmetic safety assessment.

The remainder of this paper reviews related work, describes
the proposed methodology in detail, presents experimental
evaluation results using curated cosmetic product data, and
discusses limitations and future research directions.

II. PROBLEM STATEMENT

Cosmetic products contain various chemical ingredients
that are listed in order of decreasing concentration. While
companies are mandated to disclose these ingredients, there
is no standard computed method that converts ingredient lists
into easily interpretable and exposure-aware scores of product
safety. The majority of existing cosmetic evaluation tools
depend on the use of static toxicity databases or predefined
ingredient-level risk categories. Normally, the overall product
risks of these products are assessed using either ‘equal’ or
‘fixed” weights according to the various ingredients in the
product. The concentration of the ingredient in the product,
cumulative exposure, or individual sensitivities of the user are
not taken into account.

The current methods of assessing cosmetic risks have a
key limitation The real toxic action of a product depends not
only on whether certain ingredients are present, but also on
how much and how often the product is used. First, there
are equal-weight aggregation methods which assume that the
ingredients are weighted equally. However, these methods
may overestimate the effect of ingredients that are present in
very low concentrations. On the other hand, ingredients that
are placed earlier on the list are probably present in higher
concentrations. Thus, an equal-weight aggregation method will
underestimate the effect of these ingredients. Moreover, the
majority of available tools do not consider personalization
factors such as user-declared allergies, specific skin concerns
and usage patterns. Consequently, their safety assessments are
standard and not necessarily representative of your actual risk.
The absence of a computational framework that combines
machine learning-based ingredient toxicity prediction with
concentration-aware exposure modeling and user-specific ad-
justments. Ingredient names are often only treated as static
database entries, rather than as textual features amenable to
scalable classification techniques. Risk modeling algorithms
scarcely take into account the concentration information con-
veyed by ingredient ordering.

Thus, one of the essential problems that will be addressed
in this study is the lack of a dynamic, concentration-aware and
personalized computational framework for toxicity assessment
of cosmetic products. The aim is to create a system that :

1) Uses machine learning to predict toxicity of individual

ingredients.

2) Estimates exposure in relation to concentration based on

ingredient order.

3) Computes product-level risk utilizing usage-related ad-

justment factors.

4) Changes safety interpretation based on specific user

wellness profiles.

By solving this problem, cosmetic product safety would be
assessed in a way more realistic, transparent and personal than
flat scoring.

III. LITERATURE SURVEY

In the last few years, numerous machine learning and data-
driven approaches have been used to enhance the prediction
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and scalability of cosmetics safety assessment. Nevertheless,
most existing approaches mainly center on ingredient-level
toxicity prediction, and often neglect formulation-level ex-
posure dynamics, such as concentration, behaviour, etc. The
present section reviews the existing literature very critically.
Next, it also highlights the limitations of the recent studies
which inspire the Framework proposed here.

A. Graph-Based Toxicity Prediction Models

Zhou et al. [9] a semi-supervised framework by using
GCNmodel molecular structures as graphs to predict chemical
toxicity. The work of Ketkar et al. [12] compared various
graph-based neural architectures designed for toxin prediction,
and showed promising predictive power.

Although these approaches yield promising results, they
require detailed molecular structure data that is not usually
available in consumer-facing cosmetic applications. Moreover,
the complexity of these models impedes interpretability and
hinders deployment in lightweight. The new framework is
based on ingredient names in TF-IDF representations which
makes it scalable and applicable in the analysis of real-world
cosmetic products.

B. Ensemble and OSAR-Based Toxicity Models

An ensemble modelling approach for the prediction of
reproductive toxicity based on Support Vector Machines, Ran-
dom Forests, and Gradient Boosting is described by Feng et
al. [2]. The molecular descriptors carried out by Akturk et al.
[3] were used to predict the comedogenicity.

Despite strong classification capabilities at the chemical
level, these methods do not treat ingredients collectively and
do not factor in multi-ingredient formulations. As a result, they
fail to capture interaction effects and relative concentration
differences within cosmetic products. The proposed work ad-
dresses this limitation by integrating product-level aggregation
using concentration-aware weighting.

C. In Silico Toxicology and Exposure Modeling

Cronin et al. [1] highlighted the need for linking hazard
identification with exposure assessment in next generation risk
assessment (NGRA). The authors suggest that the evaluation
of toxicity should take into consideration the actual hazards
as well as exposure levels.

Most computational systems continue to rely on static haz-
ard databases and do not model exposure. The new framework
takes this a step further by using exponential decay-based
concentration modelling and usage-wise exposure adjustment
that provides realistic product-level risk estimates.

D. Machine Learning Best Practices in Toxicology

In their work, Belfield et al. [7] suggested recommendations
for the creation of sufficiently reproducible and interpretable
models in toxicology. These principles are key to reproducibil-
ity and trust in predictive systems.

Guidelines improve reliability of the model, they do not ad-
dress the formulation level with which the predictions should

be aggregated. RephraseMoreUndoThe classifier is anchored
in an agnostic, interpretable aggregate, which is a module that
facilitates the status administration.

E. Al Applications in Cosmetic Formulation

Di Guardo et al. [4] looked at the role of Al in cosmetic
formulation, including predictive model for safety and reg-
ulatory compliance. Kong et al. [8] have developed iSKIN
which employs machine learning based conformal prediction
to enhance reliability of skin sensitisation classification.

Al has been increasingly utilized in recent times to advance
cosmetic science. However, these techniques usually optimize
for predictive accuracy and uncertainty estimation rather than
user-centered personalization and exposure-aware scoring. The
suggested framework achieves personalization through well-
ness matching and usage-sensitive adjustments to fill crucial

gaps.
F. Explainable Al and Regulatory Considerations

The need for explainability and transparency of Al-based
chemical risk assessment for regulatory acceptance and user
trust is established by Hartung et al. [13]. Public databases,
such as PubChem [10], provide structured toxicity labels that
enhance supervised learning models.

Although the resources enable scalable toxicity prediction,
they do not lend themselves to the user-friendly interpreta-
tion of product-level risk. The proposed framework includes
interpretable aspects, such as intermediate score outputs, risk
labels, and compatibility explanations, to help end users.

G. Research Gap and Motivation

We can identify three major limitations in the existing work
from the above analysis.

- Many systems treat all the ingredients uniformly and
don’t take into account the ordering feature inherent in
any presentation that corresponds to relative concentra-
tion.

- The existing methods do ingredient-level prediction, they
do not do modeling. We do not model how different
ingredients use. All these ingredients may cause overall
product risk.

- Reports usually fail to incorporate user-specific charac-
teristics such as allergies, skin type, or frequency of use
into toxicity assessment of products.

Proposed framework attempts to close the above gaps by
employing a hybrid approach to combine a machine learning-
based toxicity prediction with concentration-aware exponential
weighting and usage-sensitive aggregation along with a per-
sonalized wellness evaluation for more realistic assessment of
safety.

IV. PROPOSED SYSTEM ARCHITECTURE

The system proposed is a modular hybrid framework com-
prising ingredient retrieval, machine-learning toxicity classifi-
cation, concentration-aware exposure modelling, personalised
wellness evaluation and efficacy assessment within a single
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backend structure. The system is hosted on a FastAPI-based
server that coordinates independent analytic modules, allowing
for scalable and extensible cosmetic product assessment.

The architecture follows a sequential processing pipeline
in which raw product input is progressively transformed into
structured safety, compatibility, and efficacy scores. Each
module performs a well-defined computational function while
exchanging standardized data structures to ensure interoper-
ability and transparency.

A. Input Acquisition and Ingredient Retrieval

The system provides multiple ways to enter information
such as using a product name, looking up a barcode, or
extracting a barcode from an image. When a query is received
, the IngredientFetch Engine retrieves structured product in-

formation from either a local cache or external data sources.
We extract, normalize, and standardize the ingredient lists
for downstream compatibility. The original order of ingre-
dients is maintained, which encodes relative concentration
information important for exposure modeling.

The finished product of this stage is a list containing names
of ingredients that are cleaned and sorted.

B. Ingredient Toxicity Classification Module

Every ingredient in the formula undergoes processing
through the Toxicity Engine. The classification is performed
using a supervised ML classifier that is trained using a TF-
IDF vectorization of ingredient names and engineered numeric
features.

The model gives the following output for each ingredient.

- A toxicity score that remains constant.
- A risk which has been classified into categories such as
safe or high risk.

This yields a toxicity profile at the ingredient level in the
form of tuples containing ingredient name, predicted score
and risk category. It This profile is essential for product level
aggregation.

C. Concentration-Aware Weight Modeling

To estimate relative exposure, the Product Scoring Engine
incorporates a concentration-sensitive weighting mechanism
informed by ingredient order. The order of ingredients indi-
cates that the earlier in the list the ingredient is, the greater
the contribution to exposure.

A heuristic cutoff corresponding to an approximate low-
percentage threshold (e.g., approximately ~1% concentration
boundary) is detected using formulation markers commonly
associated with trace components. Ingredients occurring before
the cutoff are given exponentially decaying weights, while
those after the cutoff are given small constant weights.

Users can make calculations of concentrations and gradients
without requiring any details of formulas. A concentration
weight vector corresponding to the ingredient list is the output
of this stage.

D. Product Toxicity Aggregation

The toxicity score for each product is a summation of the
toxicity score of each ingredient multiplied by its relevant
concentration factor. A usage-aware multiplier modulates the
overall score based on the product’s frequency and intensity
of use, separating occasional-use and high-use products.

Implementing override conditions took place for critical
high-risk or allergenic ingredients besides weighted aggrega-
tion. The use of these proofs verifies the importance of some
high-risk components in the final safety classification.

The production of aggregation stage:

- The final numeric toxicity score.

- A certain safety label.

- Scoring components for explainability.

E. Personalized Wellness Matching Module

The Wellness Engine assesses whether the product is com-
patible with user-specific attributes such as declared allergies,
skin type, and skin concerns. A curated ingredient-property
database is created through substring comparison of ingredient
strings.

If you match declared allergens there are large compatibility
penalties. When any ingredient functionality is aligned to the
concern reported by the user, for example, concerns related
to hydration, acne, sensitivity etc., the wellness score goes
up. When the opposite happens; the functionalities interfere
or contradict and gain a minus score.

It will generate a compatibility score which would be
normalised and would also be given qualitative definitions like
Perfect Match, Good Match, Fair Match, Poor Match, etc. with
the helping details of how it actually mapped to that category.

F. Efficacy Evaluation Module

The Efficacy Engine detects known active or “hero” in-
gredients during application of formulations. The names of
the ingredients are matched against a pre-defined database of
functional actives.

Every identified active ingredient adds its weight to an effi-
cacy score which is limited to a given range to avoid excessive

impact. The module outputs a scoring efficacy together with a
summary of active ingredients identified and their beneficial.
This component allows for contextual interpretation of for-
mulation strength but does not change the toxicity assessment.

G. Skin Analysis Integration

The architecture can include a vision based skin analysis
module that processes user-uploaded facial images. The model
estimates general skin properties of dryness, acne tendency,
and texture irregularities. The wellness matching process and
recommendation logic can be informed by these.

The module works independently of the toxicity engine but
enhances personalization within the integrated framework.

H. System Characteristics

The architecture that has been proposed is very modular,
explainable and extensible. All independent functions within
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Fig. 1: Overall System Architecture of the Proposed Cosmetic
Safety Framework

the comprehensive product evaluation pipeline, ingredient
classification, concentration modelling, toxicity aggregation,

wellness evaluation, and efficacy scoring, all contribute to it.

By using a REST-based backend, scalable deployment, as
well as integration with frontend applications, and third-party
systems, are made possible.

The system uses a machine learning, heuristic exposure
model and personalized rule-based adjustments to provide a
concentration-focused, user-adaptive cosmetic safety assess-
ment framework.

V. METHODOLOGY

The proposed framework puts into action a hybrid com-
putational pipeline for evaluating cosmetic safety. A modular
framework contains the machinery to classify ingredient toxic-
ity based on machine learning, model exposures with respect to
concentration, adjust information with usage, and personalize
aggregated wellness scores. To derive safety at product level,
we first look at ingredient level safety assessment which is
followed by weighted aggregation.

A. Ingredient Toxicity Classification

The toxicity level of individual cosmetics is evaluated with
the help of a supervised machine learning model (stage 1).
Names of Ingredients are treated as text input and transformed
using Term Frequency — Inverse Document Frequency (TF-
IDF). This representation reflects distinct lexical patterns in
ingredient names without requiring manually coded chemical
rules.

From each ingredient /; a TF-IDF feature vector V; is
generated. Moreover, we extract engineered numeric features
N;i to enhance representation. These are string-based features,
token count, number of characters and 9 binary indicator
variables. The latter are generated by keyword-pattern match-
ing. These indicators represent various toxicological categories
including carcinogenicity, reproductive toxicity, immunotoxic-
ity, allergies, regulatory restrictions, preservatives, fragrances,
sensitizers, and skin types.

The toxicity score for the ingredient /; is calculated as.

Ti = f(TF-IDF(l}), Ni) @))
In this equation, predicted toxicity score is represented as T;;
engineered numeric features are denoted as Nj; and trained
classification model as f( - ).

The classifier produces a toxicity score that is non-discrete
in nature and then mapped into categorical risk labels like
SAFE, LOW RISK, MODERATE RISK, HIGH RISK. Use of
this method will ensure that the ingredient-level risk estimation
can be made scalable as opposed to using the static database
lookup method.

B. Concentration-Aware Exposure Modeling

As you move down the list, focus diminishes. If disclosure
of concentration percentage is not found, the framework will
be relative concentration modelling using the ingredient index
position.

Let i be the position of ingredient /; in the ordered list.
Let ¢ be the cutoff index for which an approximate low-
percentage (e.g. ~1% concentration boundary). Any ingredient
that appears before the cutoff will receive an exponentially
decaying weight. Those that appear after will get some small
constant weight.

The concentration weight G is defined as:

e k(i) j<c¢
Ci= 2
a i=c

where k is a decay constant that controls the rate of attenu-
ation and o is a small constant weight to low-concentration
ingredients.

The cutoff index ¢ marks a heuristic formulative that is
lower in percentage use (e.g. preservatives, fragrance, etc.).
This also allows for calculating exposure estimates using
ingredient ordering.
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C. Usage-Aware Product Toxicity Aggregation

A product’s overall Toxicity Scores is based on the underly-
ing data. The total includes concentration and usage sensitivity
weighting.

The toxicity score P of the product is defined as:

-3

P =
i=1

Ti-GC-U 3)

In this equation, the toxicity score of ingredient i is denoted
as T;, while the concentration weight is represented as Ci.
Finally, the use multiplier U reflects the frequency of use as
well as the intensity of application.

The usage multiplier that relates to a product’s type, such as
daily leave-on and/or occasional rinse-off, regulates exposure
modelling. Override logic is also applied to critical high-
risk ingredients. When the threshold for toxicity is exceeded,
the total score is adjusted higher. This stops hazardous an
ingredient from being completely eradicated by concentration
decay.

D. Personalized Wellness Matching

In addition to the above, the framework includes a wellness
matching module that assesses the compatibility of the ingre-
dient with user-specific attributes such as allergies, skin type,
etc.

Initially, the names of the components are compared to the
allergy terms provided by the customers. Matching directly
results in heavy penalties. Next, functional roles of the in-
gredients heuristically mapped to user concerns. For instance,
a user in search of hydration or acne-fighting ingredients
would perceive those as compatible. However, an irritant or
comedogenic ingredient will hinder compatibility for sensitive
or acne-prone users.

The module will generate a normalized compatibility score
that will be classified into qualitative levels like Perfect Match,
Good Match, Fair Match, Poor Match, etc. The score aids
toxicity estimation but cannot replace it.

E. Efficacy Evaluation Module

Other than assessing safety, the framework helps in as-
sessing potential product effectiveness by spotting recognized
active or “hero” ingredients. There is an already set database
where ingredient names are related to their functional benefits
like anti-aging, hydration and brightening etc.

This database uses substring comparison to match ingredient
strings. Each active ingredient found will add to an efficacy
score. This score is capped so that they don’t get too high
when there are several actives at play. This module provides
contextual information about formulation strength but not
toxicity calculations.

F. Integration with Skin Analysis

This framework allows for optional integration with im-
agebased skin analysis. A computer vision model analyzes
the face images submitted by users to predict general skin

characteristics, such as dryness, potential for acne, etc. These
inferred characteristics can be used for personalization in
wellness scoring. Skin analysis module will not act as an input
but rather as an auxiliary input for the toxicity classification.

G. Modular System Architecture

The methodology implemented in a modular pipeline allows
for toxicity classification, concentration modeling, aggrega-
tion, wellness scoring, and efficacy evaluation to function
independently but the end result is a final safety interpreta-
tion. This modular design makes each component extensible,
interpretable, and independently verifiable.

VI. EXPERIMENTAL SETUP

In this section, an experimental protocol was structured
to test the performance of the proposed concentration aware
toxicity assessment framework. The performance was tested in
terms of ingredient-level classification performance, product-
level aggregation behaviour, and efficacy of concentration-
sensitive weighting as opposed to flat scoring. The assessment
is based on the evaluation of computational validation rather
than clinical dermatological validation.

A. Dataset Preparation

The experimental data set was made available to us through
the implemented ingredient retrieval pipeline cosmetic product
formulations. Using the integrated Ingredient Fetch Engine,
product data were collected through the aggregation of struc-
tured product information from locally cached datasets and
external cosmetic repositories. Each record had the list of
ingredients in the order they were displayed on the label of
the product.

The experimental dataset was made up of two types of
datasets: one was a product level formulation dataset and the
other was an ingredient level toxicity dataset.

To see how the product performed, we collected 168
cosmetic formulations covering many categories (cleansers,
serums, moisturisers, sunscreens) using the Ingredient Fetch
Engine. The order of ingredients was maintained precisely
as labelled on the product to retain information related to
concentration.

A curated dataset of 463 unique INCI cosmetic ingredients
was assembled for ingredient-level toxicity classification. The
PubChem GHS Hazard Classification database [10] was used
to obtain toxicity labels. The distribution of labels was 167
SAFE and 296 TOXIC. Before TF-IDF vectorization, ingre-
dient names were lowercased and tokenized. The creation
of engineered numerical features was created as outlined in
the Toxicity Engine and feature scaling was done using the
associated pre-trained scaler.

Throughout the course of experimentation, artificial re-
ordering or synthetic concentration values were not introduced.

B. Baseline Comparison Strategy

Two aggregation strategies were tested to isolate the contri-
bution of concentration-aware modeling.
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1) The approach in the Flat Aggregation Model calculates
product toxicity by taking unweighted sums or averages
of ingredient toxicity scores, ignoring concentration de-
cay or use multipliers.

2) The proposed Concentration-Aware Aggregation Model
computes product toxicity using the Product Scoring
Engine. The model uses the function of exponential
decay concentration weightage along with usagebased
multiplier.

The ingredient-level toxicity predictions were the same for
both approaches. The only difference was the aggregation
mechanism that allowed to directly assess concentration-aware
contribution.

C. Evaluation Metrics

1) Ingredient-Level Classification: Where labeled valida-
tion data were available, the toxicity classifier was evaluated
using:

- Accuracy

- Precision

- Recall

- Fl-score

These metrics quantify the classifier’s ability to correctly
assign ingredient risk categories.

2) Product-Level Aggregation Analysis: Due to the lack of
ground-truth clinical labels for product-level toxicity, evalua-
tion focused on behaviour and comparison.

Distribution of the toxicity scores of the product was
analyzed using flat aggregation and concentration-aware ag-
gregation to compare the shift in central tendency and variance.

A measure of the number of products whose risk classifica-
tion was changed (e.g. SAFE to MODERATE; MODERATE
to HIGH) under concentration aware weighting.

Case-based analysis assessed whether products with high-
risk ingredients that were positioned earlier in the formulation
list received higher toxicity scores under the proposed model
than would be the case with a flat aggregation.

We conducted experiments of the controlled ablation type
to quantify module contribution by removing:

- Exponential decay concentration weighting

- Usage multiplier

To assess the individual component assessments, changes in
toxicity scores at the product-level were measured.

D. Personalized Wellness Evaluation

To test the Wellness Matching Engine, synthetic user pro-
files of combinations of allergen, skin type and skin concerns
were defined. For each profile, compatibility scores were
calculated across selected products.

The assessment evaluated:

- How often allergies are detected.

- Compatibility score categories distribution.

- The indicated beneficial ingredient matches declared con-

cerns.

The analysis shows the capacity for personalisation by the
system without any clinical performance claims.

E. Efficacy Scoring Assessment

The effectiveness of the module was assessed by identifying
standard active (“hero”) ingredients in the test dataset. The
efficacy score and matched active ingredients were noted for
each product.

Evaluation included:

- Average efficacy score per product category

- Relationship between number of detected active ingredi-

ents and efficacy score

- Comparative analysis between efficacy scores and toxicity

classifications

The efficacy score serves a complementary and interpretive
role within the framework, suggests this evaluation.

F. Implementation Environment

All experimentation was conducted on the FastAPI-based
backend system. The pre-trained TF-IDF vectorizer and classi-
fication model in the production architecture were used in the
toxicity classification pipeline. The standard scientific com-
puting libraries in Python were used for data pre-processing,
aggregation, and statistical analysis.

The design of the system was modular such that the isolated
study of components could take place without altering the
behavior of the deployed system.

VII.

The computational analysis of the proposed assessment
framework for concentration-aware toxicity is presented. We
analyzed the classification accuracy of ingredient-level and the
product-level performance aggregation against a flat baseline,
as well as the deletion studies to measure how much individual
components of the system contribute towards the final score.

RESULTS AND ANALYSIS

A. Ingredient Toxicity Classification Performance

We evaluated the ingredient-level toxicity classifier on a
curated dataset of 463 unique cosmetic ingredients labelled
using PubChem GHS hazard classifications [10]. We used a
stratified train-test split of 80/20 for our evaluation.

The classifier attained a performance level of 85.96%.

Five-fold stratified cross-validation gave the following
scores:

81.72%, 88.17%, 78.49%, 86.96%, 88.04%

The mean (cross-validation) accuracy was 84.68% and the
standard deviation was +3.89% indicating the stability across
folds.

Confusion matrix analysis (n = 463) produced:

- True Negatives (SAFE correctly classified): 145

- False Positives: 22

- False Negatives: 43

- True Positives (TOXIC correctly classified): 253

The false positive rate (FPR) was 13.2%, and the false
negative rate (FNR) was 14.5%, indicating balanced error
behavior. Importantly, no carcinogenic, reproductive toxic, or
immunotoxic compounds were misclassified as SAFE. All
false negatives corresponded to borderline or low-severity
hazard codes, demonstrating safety-aligned model behavior.
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TABLE I: Ingredient Toxicity Classifier Performance (n = 463)

Metric Value

Accuracy  85.96%
Precision 86.98%
Recall 85.96%
F1-score 86.10%

B. Effect of Concentration-Aware Weighting

In order to assess the impact of the modeling of exposure,the
product-level toxicity scores generated using the proposed ex-
ponential decay weighting mechanism were compared against
flat aggregation scores.

With flat aggregation, all substances have equal weight in
toxicity. On the other hand, the proposed model amplifies
the impact of the early listed, while dampening the detected
concentration cutoff.

Analysis showed that there are three patterns that were
common.

Under the concentration-aware model, products with risky
ingredients in early formulation positions received higher
toxicity scores. On the other hand, the overall toxicity of
products with high-risk ingredients located at the end of the
list was less than flat scoring.

Some products underwent a change in categorical risk clas-
sification upon implementation of concentration-aware weight-
ing. The security interpretation is meaningfully influenced by
ingredient order.

The concentration-aware model generated product toxicity
scores with greater variation compared to the flat aggregation,
which suggests a better differentiation of formulations.

Findings show that ingredient ordering can be modeled as a
proxy of concentration and can change product-level toxicity
estimates.

C. Case Study: Comparative Analysis of Product-Level Toxi-
city Scoring

To demonstrate the applicability of the proposed
concentration-aware aggregation mechanism, we conducted a
case study on a representative cosmetic formulation.

1) Product Description: The ordered ingredient list of the
selected product is given below (simplified version).

- Aqua

- Sodium Laureth Sulfate

- Cocamidopropyl Betaine

- Glycerin

- Fragrance

- DMDM Hydantoin

The combination of Sodium Laureth Sulfate and DMDM
Hydantoin is believed to have a moderate to high toxicity,
with most components low risk or functional.

2) Flat Aggregation Result: The baseline flat aggregation
approach, which gives equal weights to all ingredients, was
used to compute the product toxicity score.

- Flat Toxicity Score: 0.52

- Risk Category: MODERATE RISK

In this case, each constituent is believed to contribute
equally regardless of their position on the list.

3) Concentration-Aware Aggregation Result: Utilizing the
Weighted Model of Exponential Decay with Usage-Aware
Adjustment:

- Concentration-Aware Toxicity Score: 0.68
- Risk Category: HIGH RISK

The increase in score is primarily attributed to the high
importance score of Sodium Laureth Sulfate, which appears
carly in the ingredient list and is therefore allocated a high
concentration weight.

4) Key Observations: This case research studies various
behavioral differences between these two approaches.

Position Sensitivity: The model results in a greater risk es-
timate if high-toxicity ingredients are placed in the dominating
position with earlier listed ingredients taking precedence.

Suppression of Trace Components: Ingredients (like fra-
grance and preservatives) appearing later in the list score less
due to a decay weighting effect.

Improved Risk Differentiation: The proposed method
produces a more realistic interpretation of safety because the
formulation’s structure is taken in to consideration unlike flat
aggregation.

5) Interpretation: As this example shows, using the order
of ingredients, as a proxy for concentration, can greatly impact
product-level toxicity assessment.

The concentration-aware model depicts real world exposure
with better accuracy, specifically when the higher concentra-
tion of high-risk ingredient is involved, thereby improving
safety evaluation interpretability and robustness.

D. Usage Multiplier Impact

To evaluate the usage-aware multiplier, we compared toxi-
city scores based on exposure frequency adjustment and non-
adjustment.

The aggregated toxicity scores for occasional-use products
were lower than their high-frequency counterparts. Taking
out the usage multiplier led to a decrease in inter-category
variability. That means that the meaning of exposure frequency
contributes to the interpretation of final risk in a meaningful
way.

This behavior matches our predictions regarding cumulative
e posing, thus incorporation of usage modelling into the
aggregation framework will be beneficial.

E. Ablation Study

Ablation experiments were performed to quantify the con-
tribution of different modules.

1) Removal of Concentration Decay: By eliminating the
exponential decay weighting and instead using flat aggrega-
tion, the variance of the score was reduced and its sensitivity
to the order of ingredients was removed. It affirms that the
concentration modelling is the main driver of exposure-ware
differentiation.
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2) Removal of Usage Multiplier: Turning off the usage ad-
justment lowered exposure sensitivity for products but kept the
dominance effects unchanged in relative ingredient position.

3) Removal of High-Risk Override Conditions: Disabling
of override safeguards resulted in some products containing
critical high-risk ingredients receiving lower scores. Impor-
tance of rule-based safety constraints to avoid underestimation
is clear.

All together, the ablation experiments indicate that different
architectural components impact the final toxicity score in a
unique and measurable way.

F. Personalized Wellness Matching Evaluation

The Wellness Matching Engine was tested using simulated
user profiles consisting of different allergies and skin issues.

The system was able to identify declared allergens in the
ingredient lists and decrease compatibility scores accordingly.
Products containing ingredients matching what consumers
reported as their concerns (for example, dry skin profiles
requesting hydration-supporting ingredients) were rated

Distribution analysis of the compatibility categories indi-
cates there is meaningful variation across product types; it
also shows that personalization enables varied interpretation
beyond toxicity scoring for individual product types.

The compatibility behavior based on rule-testing is validated
but not the clinically efficaciousness.

G. Efficacy Scoring Observations

The efficacy module detects predefined active (“hero”)
ingredients in formulations, to which it assigns incremental
efficacy scores.

The efficacy rating was greater for products having multiple
active ingredients that are recognized, and those formulations
that don’t have active ingredients remained near baseline
levels. The findings from the comparative analysis indicated
that the efficacy scores cannot be correlated strictly with the
toxicity scores, thus indicating that the formulations that have
efficacy potential may differ from the formulations that have
safety potential.

This shows how efficacy scoring complements the wider
evaluation system as a whole.

H. Overall System Behavior

The proposed framework demonstrated across the experi-
mental dataset.

- Scoring of differentiated products based on the sequence

of ingredients.

- QGreater sensitivity to dominant formulation components.

- Enhancing exposure via usage modeling.

- Customizable compatibility tweak.

- Intermediate outputs that are module and explainable.

These results indicate that the combination of a ma-
chine learning—based ingredient toxicity prediction system,
concentration-aware aggregation, and personalization mecha-
nism leads to a more nuanced product-level evaluation com-
pared to flat scores.

VIII. LIMITATIONS

Although the proposed concentration-aware framework for
cosmetic toxicity assessment is effective and practical, it has
some limitations.

A. Approximation of Concentration Using Ingredient Order

The order of ingredients reflects the concentration of the
ingredient in the product. Thus, we model exposure with an
exponential decay function. Regulatory standards do require
the ingredients are listed in descending order but do not
indicate their exact quantities.

Therefore, the mechanism of weighting being drafted is a
heuristic approximation that does not represent exact formula-
tion proportions. In particular, this applies to the cutoff where
formulation concentrations are similar.

B. Limited Availability of High-Quality Toxicity Labels

The ingredient toxicty classifier is trained on curated
datasets from public data sources including the PubChem haz-
ard classifications. Though these datasets provide the structure
of labeling, they may :

- Contain class imbalance (SAFE vs TOXIC)

- No context of Dermatology cosmetics.

- Failure to signal real-world exposure thresholds.

The model cannot generalize for all cosmetic ingredients
and all edge cases because of this.

C. Simplified Feature Representation Using TF-IDF

The present method involves vectorizing ingredient names
via TF-IDF with engineered features. Though this strategy
achieves scalability and less computational burden, it fails to
produce:

- Molecular structure

- Chemical interactions

- Toxicity relationships that depend on dose.

While this representation simplifies calculations by mini-
mizing the need for complex chemistry, the granularity of the
predictions may not match that of a QSAR or a graph-based
model.

D. Heuristic-Based Cutoff and Weighting Parameters

The cutoff concentration based on the formulation assump-
tions of the mathematics used to derive the exponential-
weighting function is heuristically identified by the decay con-
stant. Not having real data for these concentration parameters
creates absence.

- Parameter Selection Sensitivity.

- There may differences between product categories.

Currently, calibration of these parameters is not data-driven.

E. Absence of Clinical or Dermatological Validation

Through computational experiments and data-driven valida-
tion, the framework has been evaluated through data.
The system does offer valuable comparative insights.

- This should not be taken as medical advice.
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- No assurance of real-world dermatology results.

This limits the system’s applicability in regulatory or clini-
cal decision-making contexts.

F. Dependence on External Data Sources

The Ingredient Fetch Engine makes use of external reposi-
tories and structured datasets for fetching products. That might
cause variation in:

- Data completeness
- Ingredient naming conventions
- Source reliability

This can impact the downstream processing along with
impacts on scoring consistency.

IX. CONCLUSION

The dynamic toxicity assessment of cosmetic products
can be achieved using a hybrid framework. In contrast to
conventional evaluation systems that assess the toxicity of
cosmetic formulations based on a flat function aggregation of
the ingredient toxicity, the proposed module offers a Machine
Learning-based ingredient toxicity classifier that incorporates
exponential decay weighting for addressing concentration. In
addition, the use of model for computer-based assessment
and decision making (CBDM) using relative concentration

approach in which the ingredient ordering is use as proxy to.

The mechanism grants for ingredient toxicity predictions
based on TF-IDF, aggregated variations that are concentration-

sensitive, multipliers based on unit usage, matching to the

wellness profiles, and scoring functions for efficacy, in a
modular, interpretable framework. The experimentation results
show that aggregation via concentration sensitivity leads to
substantially different interpretation at the product level than

equal-weight scoring approaches. Findings of the ablation
analysis indicate that concentration decay and usage adjust-
ment each have different measurable effects on the final.

The app also provides individual wellness matching, indi-
vidual efficacy analysis, and individual safety product evalua-
tion and scoring by employing wellness matching and efficacy
analysis. You get a safe product evaluation and score that is
personalized and interpretable, related to your declared aller-
gies and skin concerns. To accomplish this, our combinations
of our valuation.

Structurally heuristics modeling in a computationally effi-
cient manner can serve as a better upper structure than the
deep neural structure, which may not have the scaling and
the transparency. Our finding suggests that the exposure-aware
assessment of cosmetic safety can be a first step towards
evidence-based cosmetics without any (i.e. no unintended
effects result).

The heuristic of the order of the ingredient is employed to
estimate the concentration and the toxicities training data are
limited. Future work could involve extending the ingredient
coverage, using available concentration limits based on regula-
tory sources, exposure modeling on actual empirical data-sets,
and expert validation of approach for practical reliability.
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This study put forward a modular and as exposure depen-
dent computational framework to act as a link between existing
ingredient-level static databases and cosmetic products.
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