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Abstract— This project focuses on developing an 

intelligent digital system which would allow easy 
processing, storing and retrieval of medical documents. 
Medical documents such as prescription, lab reports, 
hospital bills will not have to be sort individually, but 
instead will automatically sort and store into a database 
in a more meaningful manner. At its heart, the system 
integrates three fundamental technologies: LLMs (Large 
Language Models) to interpret and understand the 
content of the medical documents (categorizing and 
summarizing their content), RAG (Retrieval-Augmented 
Generation) which permits a user to pose questions in 
natural language and receive accurate and relevant 
answers derived from source documents, and OCR 
(Optical Character Recognition) which enables 
extraction of text from image-based files. The value of 
the system is that it converts messy and fragmented 
medical data into easily accessible, valuable insights. 
Doctors and patients are able to pose a simple question 
in natural language and obtain useful information 
without going through countless documents. This user 
interface, based on black and green colors for clear 
presentation of data, has been designed for ultimate ease 
of use. 

 
Keywords— AI, OCR, LLM, RAG, Medical Reports, Data 
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I. INTRODUCTION 
 

Within the healthcare context medical data comes as lab 
reports, prescriptions, discharge reports, diagnostics, and 
numerous other forms but yet only a tiny portion of that 
medical information is being truly used. Most medical 
information is currently and largely being kept in an 
unstructured or semi-structured format such as that found in 
scanned PDF images which inhibits the access, analysis, and 
understanding of the information which is so critically 
needed in healthcare, forcing humans to wade through 
mountains of paper often by hand. Traditional storage are a 

widely recognized issue, and the approach of are not effective at 
enabling intelligent processing of medical documents. This makes 
it unsuitable for efficiently extracting relevant information or 
finding specific data within vast document databases, which is an 
issue especially for long patient histories or when many healthcare 
providers are contributing. 

Given the advances made in AI recently, specifically OCR and 
NLP, a completely new method of dealing with medical documents 
is now available. LLMs can abstract and contextualize and extract 
critical information from very complex textual data. Combined 
with Retrieval-Augmented Generation, LLMs can intelligently 
provide factually correct and cleverly contextualized answers to 
questions that are posed, drawing on the stored documents.  

The proposed concept is to build the Digital Medical Report 
Organizer. It utilizes OCR to extract the text from images, LLMs 
to summarize the text, and RAG to sort out the best approach of 
querying and retrieval of desired information. Transforming 
unordered and discrete medical data into structured and easily 
searchable data can shorten the time and efforts in retrieving the 
needed data, benefiting both patients and health care providers to 
retrieve and access the medical data at a faster pace. Henceforth, 
the seeking and delivery of health care will be much more efficient.  

This project is done so that it arranges and records key medical 
information without being cluttered everywhere as physical copies. 
Patients and doctors can have easy access to everyone’s medical 
records at a very convenient rate compared to manual research. 
During times of emergencies, such tools can come in a lot handy. 
So instead of going through 50 files to get the data of a patient who 
returns after 10 years, you can do the same thing in less than 5 
clicks or turns. Also, the implementation of Retrieval-Augmented-
Generation will ensure that all the answers given by the system are 
based on real medical documents concerning the patient. This is 
critically important in healthcare institutions where accuracy and 
context play an important role. Through this linkage of data and 
context in medicine, the system not only does extract data but also 
provides contextually useful information. Yet another important 
benefit is related to scalability and interoperability. In the light of 
exponential growth of healthcare data, the current system is unable 
to cope. The recommended approach can easily accommodate 
massive amounts of diverse data such as handwritten medical 
records, printed reports, and electronic records. 
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II. RELATED WORKS 
An AI system was designed in a study focusing on deep 
learning based medical document understanding by 
Rajpurkar et al. [1] and an algorithm that performs 
unsupervised understanding of unstructured clinical notes 
and reports automatically. This study showed that 
transformer models can obtain medical entities and summary 
results from massive amount of EHRs, which saved a 
considerable amount of time for physicians to look through 
patients' histories but failed to use large scale labelled data 
and do not have support for multilingual models. 
Devlin et al. Implemented a similar approach for biomedical 
text mining projects such as Bio BERT [2], that is what we 
are implementing as well. Since Bio BERT is trained on 
massive biomedical corpus such as PubMed and PMC 
articles, this will give domain specific model of the language, 
and we will observe improved accuracy in medical Named 
Entity Recognition and question answering. While the Bio 
BERT helped translating words into clinical terms much 
better, but this would require structure text input and doesn't 
cover scanned medical document or written prescriptions. 
Smith et al. Focused on the OCR-based digitization of 
medical records [3]. The scanned prescription, lab reports 
and discharge summaries were converted into text, so that 
the recorded data was more accurate (no errors in manual 
entry). However, the accuracy was much poorer for low-
resolution images and for handwritten medical notes, 
reducing OCR reliability in a real hospital environment. 
In Lee et al's paper on automated clinical summarization 
using NLP [4] a minimal, AI-centric summarization model 
was proposed to extract short patient summaries from 
lengthy medical documents. In conclusion, we found that 
NLP summarization made time-critical decisions for doctors. 
On the flip side, it was unable to capture the long-term 
temporal relationship between reports and didn't have 
document-level traceability. 
The cloud-based system presented by Johnson et al. For 
storage and access of medical records [5] which facilitated 
secure access and storing of medical records by patients and 
healthcare providers. 
    A modification of vector search combined with large 
language models was built by Lewis et al. For RAG to 
answer questions [6]. The system was able to process natural 
language questions and provide contextually appropriate 
answers that were factually grounded on the source 
documents. This was extremely efficient, but the problems of 
hallucinations, indexing documents correctly and dealing 
with very sensitive fields like medicine were still present. 
 
    A comprehensive investigation of deep learning was 
carried out by Minae et al. [7] using CNN and transformer-
based models. Classification of prescriptions, lab results, and 
bills yielded high accuracy results, but this system required 
domain-specific tuning and could not support patient-centric 
query or summarization. 
  To build decision support systems for the clinical 
environment, Zhang et al. Proposed a new Retrieval-
Augmented Generation framework [8]. They tried to 
tackle LLM performance in response generation using 
medical knowledge bases and LLMs. The authors 
have achieved great success in reducing the generation 
of false information. But the authors brought up some 
problems in regards of latency and quality retrievals. 
 
   

 
  For the medical domain, Patel et al. Introduced an 
intelligent Q&A system by augmenting the RAG model with 
knowledge graphs [9]. The core objective of their work is the 
bridging of the medical world's structured data with 
unstructured patient data, which makes the system more 
capable of handling complex clinical questions. 
Wang et al. Explored the Long-context Retrieval-
Augmented Generation model approaches [10], with the 
model being applied to long medical records, which was 
discovered to be very effective in handling the large quantity 
of clinical data. One weakness is that this approach 
necessitates a large quantity of computing power and is not 
very suitable for real-time applications. 
   Sharma et al. Have proposed a semantic search-based 
question answering system for biomedicine in the paper 
mentioned, which applies the power of RAG [11]. The 
proposed model combines both retrieval through embedding 
and generation through language models, to obtain precise 
answers from given biomedical questions. However, one 
limitation in the training of retrieval models for terminology 
was stated. 
   The work of Reddy et al. has been introduced to extract 
clinical entities like diseases, medicines, and lab results 
using NLP technology [12]. Transformer models were used 
in their system to better recognize and classify entities. The 
system made substantial improvements in structuring 
unstructured health care information. However, there are 
limitations that must be addressed in domain adaptation and 
data privacy. 
   After reviewing the results of the research, one may state 
 that even with all the progress that was achieved in such areas as 
OCR, medical natural language processing, document 
management, and searching by using AI, most existing 
applications are based on some separate parts of those approaches, 
while being unable to provide the entire process. It is believed that 
the current study will fill this gap by providing a connection 
between OCR, semantic document classification, semantic 
summarization, and search requests with RAG support. 
Most current technologies include OCR as just another step to turn 
scanned documents into machine-readable formats. Meanwhile, 
the information obtained from those processes does not undergo 
any additional transformations and thus cannot be further used in 
the context of semantic processing. Also, NLP-based solutions are 
often used as part of some classification algorithms, yet there is no 
connection to the existing retrieval system that can provide the 
meaning of those texts across multiple documents.   

 Moreover, methods of semantic summarization based on large 
language models are used to summarize extensive medical texts 
into short and meaningful summaries while retaining all necessary 
clinical information. Not only will this make reading easier, but it 
will also increase the effectiveness of the search operation 
Today’s technologies treat OCR as just one component to convert 
scanned images into machine understandable format, whereas, 
information generated through them is not transformed further and 
so they cannot be processed for further use in the area of semantic 
processing. Also, most of the NLP-based solutions are 
incorporated in some of the classification techniques but they have 
no relation with the present retrieval system, that can provide the 
semantics of those texts in multiple documents. 
The large language models based semantic summary generation 
methods are also used for summarization of large text in medical 
field into brief and meaningful summary. 
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III.  PROPOSED METHODOLOGY 
 
 
This project focuses on the use of modern AI techniques to 
digitize, store, and intelligently extract information from 
medical documents. Unlike traditional systems which 
manually or semi-automatically store and file medical 
documents digitally, this process uses OCR, LLMs, 
semantic embedding, and RAG to structure, index, and 
obtain meaningful information from unstructured medical 
records. The proposed method follows six stages: document 
ingestion, preprocessing, text extraction, AI-driven 
information extraction, semantic indexing and intelligent 
querying. Below is the flowchart of the complete system 
workflow: 

 
 

Fig 1. Flow diagram  
 
 

a) DATA COLLECTION 
Data Collection This is the first part of the 

methodology. The medical files (like prescriptions, lab 
reports, discharge summary, bill report) are upload by the 
user through the secure web interface. These files can be 
PDF, scanned image or mobile captured photo. Patient may 
also upload other unorganized files like a badly written 
prescription etc. 
  This Information is giving us access to one document ID 
that contains within every uploaded document, and the 
simple metadata such as upload date, document type and file 
format is being stored within the database. This step assures 
that the data being collected is accurate and that the patient 
records that are to be processed are stored securely, and to 
then be consumed by the transformer being employed here 
for contextual knowledge and further information 
processing. 
 
 

 
 

        Fig.2 Document uploading section 
 
 
 

 
 

b) Data pre-processing 

    Once uploaded, the files are prepared for processing to ensure 
the extraction of text. This step includes image normalization, 
noise reduction, resolution enhancement, and format 
standardization. In scanned images, skew correction and contrast 
enhancement are used for higher OCR accuracy. 

      Preprocessing is important in minimizing the extraction errors, 
particularly with low quality scans or handwritten prescriptions. 
The cleaning and harmonization of the outputs provide robust 
downstream processing and consistent outputs. 
 

 

 
Fig  3. Collection of Uploaded Documents 
 

c) Optical Character Recognition (OCR) 

 
The training and testing of data includes splitting preprocessed 
data into testing data and training data where the relevant data is 
used for training. Where 80% of data is used to train the model 
and 20% of data for testing. Training model is importing the 
dataset of 80% to the model and adapting the evaluation metrics 
to learn from the data using machine learning techniques. The 
metrics learns the concepts from the supervised data. Testing of 
data is after the evaluation models are trained the models will be 
given new data to check the accuracy of predicting the outcome.   
 

                    
 

                                Fig 4. OCR flow Diagram 
 
d) LLM based Information extraction and Summarization 

 
The extracted text is then passed to LLM module. This module 

performs sophisticated analysis to identify important medical data 
such as patient information, diagnosis, medications, test results, 
dates and doctoral information. The LLM also extracts entity data 
and then creates a brief medical summary of each document 
containing important information on findings and medical history. 
This greatly reduces the cognitive burden on doctors, who instead 
report information of the need rather than raw. 
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e) Semantic Embedding and Texting 
 

After information extraction, the processed text and 
summaries are used to embed vectors of text into a semantic 
embedding form. These embedded images are contextual and 
are in a vector database.  

This step also enables semantic similarity search, 
allowing the system to obtain useful documents even when 
not exactly given keywords. Organizing metadata and vector 
embeddings provide the basis for intelligent querying. 
 

f) Retrieval Augmented Generation for Querying (RAG) 
 
At the final stage, the system provides an alternative way of 
requesting natural-language information using a Retrieval-
Augmented Generation (RAG). In this context, pertinent 
documents are retrieved from the vector database via similar 
semantic matching when an user or doctor asks a question. 
     The LLM then receives the data recovered in context and 
provides accurate, context-sensitive responses from the 
patient’s actual medical records. This allows explanation, 
avoids hallucinations, and provides recurrence with sources. 
 

g) Software and PC used 

 
 
The above mentioned hardware and software requirements 
are determined under the assumption of a high performance 
set up required to maintain smooth running of all the 
elements of the system, particularly OCR components, NLU 
component and the RAG component. This aspect is of 
significance due to the high computational requirement of 
these components in a context such as reading large volumes 
of medical documentation or responding to queries at a real-
time speed.   On the other hand, the architecture of the 
system is flexible and scalable, making it possible for the 
system to run on a variety of hardware configurations. Based 
on the minimum configuration, the system will run on 
hardware with at least 4 GB of memory and a low-end 
processor such as Intel i3 (third generation). Under these 
minimum specifications, the system’s performance may not 
be optimized because of the hardware limitations. For 
instance, the system cannot be efficient when handling 
extensive document processing or concurrent user requests. 
On the other hand, the system’s efficiency is greatly 
enhanced when running on powerful hardware 
configurations up to 64 GB of memory and powerful 
processors such as Intel i7 and i9. 
 
From the deployment point of view, containerization and 
orchestration through Docker and Kubernetes guarantees 
portability, scalability, and maintainability. Docker makes it 
possible for the application to be bundled with all its 
dependence in containers that can be deployed anywhere and 
still behave the same. On the other hand, Kubernetes allows 
management of such applications within containers 
providing additional functionalities such as auto-scaling and 

load balancing, which make them efficient in coping with dynamic 
workloads in healthcare. 
The application retains compatibility with different operating 
systems including Linux distribution and Windows operating 
systems beginning from Windows 10. The system can thus be 
deployed on diverse systems depending on the intended 
environment whether personal computers, small clinics, or 
complex hospitals' infrastructure. Systems based on Linux 
operating system are usually preferred for production purposes as 
a result of their stability and high security levels compared to 
other OSs. They are very effective when handling server-side 
functionalities. On the other hand, Windows compatibility allows 
for flexibility in deployment. 

In summary, the overall system architecture is developed in such a 
manner that it supports both minimum and optimum hardware 
specifications as well as compatibility across all possible 
deployment platforms and operating systems. 
 
 

IV. TECH STACK  

Sr.No Stack  Technologies 

1 Frontend HTML , Tailwind CSS, 
JavaScript (React ) 

2 Backend Python, Supabase 
3 Database PostgreSQL 
4 Engine  Tesseract OCR engine 
5 LLM used OpenAI/ Emergent 

6 Deployment on Local 
Machine Docker/ Kubernetes 

7 Cloud/Web-
Deployment  Vercel/Netlify/GitHub 

The proposed software implementation will rely on a 
contemporary modular tech stack that ensures scalability, 
efficiency, and easy deployment. In order to create a frontend that 
can provide a responsive way to interact with the system, HTML, 
Tailwind CSS, and React will be used to create a convenient 
interface. 

 In turn, for building the backend, Python and Fast API will be 
used because this stack allows achieving excellent API 
performance. To store the data, PostgreSQL will be chosen 
because of the reliability and effective way to deal with structured 
data.  

The proposed solution uses Tesseract as an OCR engine to 
recognize characters on scans of medical documents to form a 
basis for further operations. LLM functionality will be provided by 
platforms such as OpenAI or others that offer it at the time of 
writing. Docker, Kubernetes, Vercel, Netlify, and GitHub are tools 
and services for deployment purposes depending on whether the 
application should run locally or through the web. 

V. RESULTS AND DISCUSSION 

The result of this study indicates that the combination of OCR, 
LLMs and semantic searches is highly effective in the processing 
of intelligent medical documents. Unlike manual review or simply 
storage, the proposed system easily converts unstructured medical 
documents to structured, searchable, and synthesized information. 
Quality of information extraction, document processing accuracy, 
and relevance of questions are considered as factors for 
determining the performance of the system. The results shown here 

Sr.
No 

Software and 
Hardware Characteristics 

1 Memory (RAM) 16GB 
2 Processor 11th gen Intel® core i5 1135G7 
3 Operating System Windows/Linux 

4 Development 
Environment VS code/Cursor 

5 Deployment Docker 
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are not fully accurate since there is no usage of any AI 
training here, rather it solely depends on the NLP model and 
the other things mentioned in this paper. 

This figure represents the order of uploaded medical 
documents. The system automatically sorts prescriptions, 
laboratory reports, discharge summaries, and billing records. 
These results indicate that prescriptions and laboratory 
reports represent most incoming documents and thus the 
system can process common medical records quickly.  
 

        
 

          Fig 5. Categorizing Medical Documents 
 
 

 
 

Fig. 6 OCR Extraction Output Visualization 

 

The OCR results obtained from scanned images of the 
medical reports are shown above. OCR (Optical Character 
Recognition) module can be used to convert the image data to 
readable data. The readable data includes the details of the 
patient, test names, numeric data, and notes of the doctor. For 
hand-written or poor scan images, there may be some tiny 
extraction mistakes, however, the text extraction accuracy can 
be seen as ok for further process. This is a boxplot; the 
Albumin and Globulin ratio is produced by the seaborn 
library too. It can produce a summary of the distribution of 
numeric variables and identify outliers. For our graph, the 
median of the Albumin and Globulin ratio is around 1:0, 
which is right-skewed, it means that some of the high value 
stretches the bulk of the distribution and the patient typically 
has a high albumin and globulin ratio. 

The extracted output typically includes key clinical elements 
such as patient demographics, laboratory test names, 
numerical measurements, and physician notes. Despite 
variations in document quality, including handwritten 
annotations and low-resolution scans, the OCR system 
demonstrates a satisfactory level of accuracy for practical use. 
Minor extraction errors such as misinterpreted characters or 
formatting inconsistencies—are observed in challenging 

cases; however, these do not significantly impact downstream tasks 
such as data parsing, classification, or semantic analysis. This 
indicates that the OCR module is sufficiently robust to serve as the 
foundational step in the overall data processing pipeline. 

 

 
Fig 7. Structured Output 

 

The above Image shows structured data taken and combined into 
a clean set of formatted medical texts. It automatically identified 
and stored fields like diagnosis, medications, test results, and 
report data in a clean readable format. This allows for consistent 
data storage and supports improved querying across multiple 
documents. 

In addition to this, the outliers at high end indicate variability in 
patient's data, and the interpretation of such findings varies 
depending on circumstances. Generally high values of A/G ratio 
in all the cases indicate there exists some physiological or 
pathological reason for such values that need to be explored. 

 

Fig 8. Graphical Representation 

 

The above image shows a graph like tracker which collects and 
analyzes every piece of document the user uploads and collects 
information such as  the number of medications prescribed, the 
number of variety of documents uploaded, Diagnosis, number of 
test results to keep the patient/doctor well informed and well 
updated about their current progress 

 

VI. CONCLUSION AND FUTURE ENHANCMENTS 
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In this project, the idea and design of the AI based Digital 
Medical Report Organizer is put forth as solution to the 
problem of storing increasing amount of medical reports. 
This solution employs techniques like OCR, LLM, semantic 
embeddings and RAG to extract, convert to indexed, 
summarized format from both physical and electronic 
medical records. The process starts with uploading 
document and initial steps to be taken before it's processed, 
followed by extracting the text using OCR, Intelligent 
information extraction, Semantic indexing, and Natural 
language query. In this perspective, the technology reduces 
the manual effort put into extracting the critical information 
within the reports and records. With the rapid growth of AI 
techniques in the field, the system developed proves 
effective in term of increasing efficiency and speed of 
diagnosis and treatment. The process of summarization of 
the patient medical history helps doctors with quick access 
to critical data and makes diagnosis and treatment easier and 
more efficient. Additionally, our project provides contextual 
access to documents and searches based on semantics 
Unlike other system available today, it reduces the cognitive 
load of doctor and improves the efficiency. 

   Another possible improvement for this system may 
involve implementing a multilingual OCR with automatic 
translation to cater for the potential communication gaps 
between doctors and patients. Improvement on the 
handwriting recognition and further text extraction from 
handwritten records would also be a desirable feature. Also, 
adding features such as user authentication and role-based 
access control would guarantee the confidentiality of 
patients' data. It may also be beneficial to allow for the 
integration of the system with the Clinical Decision Support 
Systems and hospital EHRs. The system can be hosted 
through a cloud service using a scalable vector database. 

Expanding on these abilities the system could also include 
real-time data analysis to observe patients health over 
periods of time. Maintaining a continuously up to date 
system will allow the platform to establish trends and 
patterns within data that may lead to the detection of 
emerging chronic disease or risk factors. These 
opportunities will allow patients to receive pre-emptive care 
rather than responding to conditions as they occur, thus 
improving their quality of life. Finally, it may be useful to 
implement explainable AI (XAI) so that a clinician may see 
exactly how the system is generating a given summary or 
prediction and therefore has trust in the platform. 

   Another promising direction is the integration of wearable 
device data and remote patient monitoring systems. By 
combining structured medical records with real-time 
physiological data such as heart rate, glucose levels, or 
activity patterns, the system can provide a more holistic 
view of a patient’s health. This fusion of data sources can 
support personalized treatment plans and more accurate 
clinical assessments. Furthermore, implementing advanced 
security measures such as end-to-end encryption and 
blockchain-based audit trails can strengthen data integrity 
and ensure compliance with healthcare regulations like 

HIPAA and GDPR. 

  From a usability standpoint, an intuitive interface for healthcare 
providers and users alike will be essential for the system's wide-
scale adoption. Features such as natural language querying, visual 
dashboards, and automated alerts would simplify user experience. 
During large-scale implementations, federated learning would 
enable the system to learn from diverse medical datasets while 
ensuring patient privacy. These aspects would combine to turn the 
Digital Medical Report Organizer into an intelligent medical 
assistant that streamlines efficient, secure and data-driven clinical 
decision making. 
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