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ABSTRACT 

Analyzing the effects of sleep, emotional stress, and daily 
activities on each other usually takes place one at a time. 
However, studying these variables as connected parts of 
the routine of a person makes more sense. In this work, we 
studied whether a simple, straightforward model can make 
ever stronger predictions when it pulls together 
information from three independent sources: the Sleep-
EDF dataset for sleep stages, the WESAD dataset for 
physiological stress signals and the MESA dataset for 
everyday behavioural patterns. Each dataset underwent 
processing via a CNN–BiLSTM encoder that matters. An 
attention layer was then applied, which highlights the 
portion of the signals that matters most. The combination 
of the three sources led to superior results for all tasks. 
There was an increase in sleep-stage accuracy from 83.8% 
to 86.4%, that of stress-state from 84.5% to 87.1% and 
drop in circadian acrophase error from 0.82 hours to 0.70 
hours. The improvements were small but consistent across 
folds, and statistically significant. In sum, these results 
suggest that even a small model benefits from viewing 
sleep, stress, and circadian behaviour together, rather than 
considering them to be unrelated processes. 
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I. INTRODUCTION 

Human physiology works as a connected system. Changes 
in one domain can impact what occurs elsewhere. Thus we 
can experience a stressful day and find it harder to drop 
off to sleep. After sleeping poorly, our mood might change 
the next day. If we alter our routine, this can change the 
timing of our circadian rhythms. While there are many 
documented relationships between all these domains, most 
computational models still consider one domain at a time. 
It’s this separation that makes it hard to reflect overlap 
between sleep, emotions, and day-to-day activity rhythms. 

The aim of this study is not to create a big network or a 
highly specialized one, rather, it is to see whether putting 
these signals together helps in any way. Our analysis in 
this paper will focus on three datasets that are publicly 
available. The first dataset that we will consider is EEG 
recordings from Sleep-EDF. Also, we will refer to 
wearable stress data from WESAD. Lastly, multi-day 
actigraphy from the MESA study will also be involved. 
We use a lightweight CNN–BiLSTM encoder as a shared 
backbone for all inputs at the core of our approach. Thus, 
we propose ChronoSync, a model that creates separate 
representations for each type of data which are then fused 
through an attention-driven layer. This arrangement 
enables us to verify if the shared information across the 
three domains can help improve sleep staging, stress 
recognition, and circadian timing performance. 

II. RELATED WORK 

Over the years, sleep analysis, stress detection, and 
circadian rhythms have advanced in parallel as research 
fields but remain largely studied in isolation. Previously, 
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mostly self-engineered features were used for sleep 
staging. Subsequently, methods using CNN- and LSTM-
based networks took the field in a different direction. 
These deep models were able to learn temporal structure 
straight from EEG signals, especially on the Sleep-EDF 
datasets, and gradually subdued the need for hand-
engineered features. 

The WESAD dataset encourages the modeling of 
physiological stress and emotion detection through the 
inference using wearable devices in everyday responses 
such as changes in EDA, respiration, heart-rate, and 
accelerometer. 

 Numerous investigations aimed at harnessing abrupt 
transitions or classifying controlled stress states have 
relied on feature extraction and deep learning methods. 

For years, various mathematical approaches had been used 
for circadian rhythm modelling. The most commonly used 
approach in this regard has been Cosinor analysis. It is 
able to capture rhythms when the daily activity is clearly 
24 hour in the presence of noise. While some recent 
researchers included machine learning, they mainly 
focused on actigraphy alone. Efforts to combine signals 
from different physiological sources have been limited 
and most of the existing literatures fuse at most two 
modalities at the same time. This work is motivated by the 
clear gap left by the very limited attempts to combine 
sleep, emotional physiology, and circadian data into 
the same system. 

III. DATASETS AND METHODOLOGY 

3.1 Datasets 

Sleep-EDF: 
This dataset contains overnight EEG recordings scored 
into the standard sleep stages (W, N1, N2, N3, and REM). 
To keep the system simple and closer to what consumer 
devices typically record, we used only the Fpz-Cz channel. 
The signals were filtered, normalized on a per-subject 
basis, and segmented into 30-second epochs, which is the 
standard format used in most sleep analysis studies. 

WESAD: 
WESAD provides a range of physiological signals 
collected during baseline, stress, and amusement periods. 
The channels include EDA, ECG, respiration, EMG, 
accelerometer data, and skin temperature because each 
sensor collects data at its own sampling rate, we first 
resampled all signals to a common scale. The data were 
then split into short, overlapping windows so that both 
gradual shifts and quick physiological changes could be 
captured. 

MESA Actigraphy: 
The circadian dataset contains several days of wrist 
actigraphy measurements. Each day was transformed into 
a minute-level activity profile, and periods where the 
device wasn’t worn were filtered out. We then aligned 

each 24-hour segment so that the model could compare 
daily patterns in a consistent way. 

3.2.METHODOLOGY 

Our study uses three publicly available datasets, each  
Showcasing unique characteristics of the human body. 
Sleep-EDF provides overnight EEG recordings with 
standard stage labels. We restricted ourselves to a single 
EEG channel (Fpz-Cz) to keep the model simple and 
similar to the recordings of consumer devices. The signals 
and the data was filtered, normalized per subject, and split 
into 30 second epochs, as per common practice in sleep 
research. 

The WESAD dataset contains wearable-sensor data 
gathered through calmness, tension, and pleasure 
conditions. We used channels such as EDA, ECG, 
Respiration movement, body heat, and muscle. 

Since the signals come at different sampling rates, each 
After resampling, the data set was split up into overlapping 
windows. The model has the ability to detect fleeting 
physical changes. 

For circadian timing, we used multi-day activity data from       
the MESA actigraphy dataset. Each day was converted 
into a minute-level profile. Non-wear segments were 
Daily vectors were aligned to show a full removal 24-hour 
cycle. 

All three streams were processed separately to avoid 
creating unrealistic synchronization between recordings 
Each modality produced its own learned embedding 
through the CNN–BiLSTM backbone. Only after we 
utilized late-fusion to obtain these embeddings attention 
layer, which allowed the model to highlight. 

The signals that are most beneficial in a situation. 

3.3 Processing Summary 

Each dataset was processed separately to avoid 
introducing unrealistic alignment between them. After 
preprocessing, the signals were passed through the shared 
CNN–BiLSTM backbone, which produced a learned 
embedding for each modality. Only after these 
embeddings were computed did we apply attention-based 
fusion, allowing the model to emphasise whichever 
modality contributed most to a given prediction. 

This approach allowed each dataset to be handled 
independently during preprocessing, while still giving the 
model the ability to draw on shared information when it 
benefited the prediction task. 

IV.  ARCHITECTURE OVERWIEW 

CNN–BiLSTM Backbone 

At the core of ChronoSync is a shared encoder designed. 
to work with time series data from various contexts The. 

 

 

The encoder starts with two 1-D convolution layers that 
Regional signaling structures – no matter the source. EEG 
activity, physiological signals, or daily actigraphy. 
rhythms. These early layers help reduce noise and. 
Emphasize the changes or peaks that are important for 
each task. After the convolution blocks, the sequence is 
passed to a. bidirectional LSTM. This part of the model is 
responsible. to find the out the relation of earlier and 
latency. Sleep cycles are essential for one to coexist with 
another. Responses to stress and circadian behavior 
undergo changes. gradually rather than instantaneously. 
To avoid treating all. An attention layer is placed on top 
of which equally. the LSTM outputs. This layer allows the 
model to focus. On the parts of the input that have greater 
information Like quick shifts in EEG patterns or 
unexpected spikes. physiological fluctuations. By the end 
of this backbone, each modality is represented. Through a 
feature embedding that captures short-term. patterns and 
larger temporal trends. 

Sleep-Stage Classifier 

The EEG signal is transferred through a shared backbone 
for sleep staging followed by a task-specific classifier. The 
classifier calculates probabilities for our 5 standard stages: 
Wake, N1, N2, N3, and REM. Various stages, particularly 
N1, occur less often than others. The training loss is 
weighted in a certain way to avoid biasing the overall 
model toward the more common stages. Although 
capitalizing on a solitary EEG channel, the system 
collapses at a performance level comparable to light-
weight models in the previous literature. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Diagram 1. shows how EEG signals move through 
convolution, a BiLSTM, and finally an attention step 
before being classified into sleep stages.. 

Circadian Phase Estimator 

The circadian component differs from the other two tasks 
because it does not rely on a deep classifier. Instead, the 
daily activity profile obtained from the MESA actigraphy 
dataset is fed through the backbone to extract its structure, 
and then a Cosinor model is fitted to the processed signal. 
This mathematical component estimates well-known 
circadian parameters such as amplitude, the midline value 
(MESOR), and acrophase—the timing of the daily peak. 
Using this hybrid design keeps the circadian task 
interpretable while still making use of the features learned 
by the shared backbone. 
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Diagram 1. shows how EEG signals move through 
convolution, a BiLSTM, and finally an attention step 
before being classified into sleep stages.. 
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Diagram 2. Illustrates the workflow: the activity data are 
cleaned, a cosine-shaped curve is fitted to the daily 
pattern, and the circadian parameters are then estimated 
from that fit.  

Emotion-Recognition Branch 

The shared backbone also processes the EDA, respiration, 
ECG, accelerometer, EMG, and skin temperature readings 
contained in the WESAD data. Signals that have both 
steep spikes and slow changing physiological features are 
often better captured by the convolution-plus-LSTM 
approach. The model uses the attention mechanism to call 
out sudden changes in stress such as a sudden spike in 
EDA. A last classifier layer thus predicts the emotion or 
stress status of each window. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Diagram 3.Outlines how short sensor windows go through 
convolution, BiLSTM layers, and attention before 
producing emotion predictions. 

 

V. EXPERIMENTAL SETUP AND RESULTS 

5.1 Experimental Setup 

The experiments were conducted on a single NVIDIA 
RTX 4090 GPU using TensorFlow 2.11 and Python 3.9. In 
a strict subject-independent five-fold cross-validation 
setup, we check if the model learns accidentally subject-
specific patterns. For every fold, all the data from certain 
subjects were kept completely for testing, while the 
remaining data were used for training and validation.  This 
meant subjects could not appear on both sides of one fold. 

To optimize, we use AdamW optimizer with an initial 
learning rate of 3×10^-4.  As training progressed, the 
learning rate was gradually decreased through a cosine-
annealing schedule. The batch size was set to 64 and early 
stopping with a patience of 15 epochs was deployed to 
prevent overfitting. 

The weighted cross-entropy was built on sleep staging to 
account for the infrequency of N1. Standard cross-entropy 
was used for the emotion-recognition branch. Mean 
absolute error (MAE) was used to predict the circadian 
acrophase. We chose these because initial experiments 
showed steady, reliable performance across all folds. 

5.2 Single-Modality Baselines 

We trained three models, one for each dataset, before 
evaluating the entire multimodal system. By independent 
evaluation of each domain, we had a fair baseline 
measure for assessing the benefits of cross-modal 
sharing. 

EEG-only model (Sleep-only). 

 Trained only on 30-second EEG windows from 
Sleep-EDF. 

 It achieved a sleep-stage accuracy of 83.8%, and 
Cohen’s kappa of 0.77. 

Emotion-only model. 

 Used      only     WESAD      sensor    windows. 

 

 

 The CNN-BiLSTM classifier achieved 84.5% 
accuracy on stress emotion classification. 

Circadian-only model. 

 The daily actigraphy profiles were analyzed 
using regression. On average, the predicted 
acrophase error was 0.82 hours. 

These baseline models were crucial as they allowed us to 
check whether advancements of the multimodal system 
came from fusing information across signals rather than 
simply model complexity increases. 

Modality Sleep 

Acc% 

Sleep 

K 

Stress 

Acc% 

Acro 
phase 
MAE 

EEG only 
(Sleep-
only) 

83.8% 0.77 – – 

CNN–
BiLSTM 
(Emotion-
only) 

– – 84.5 – 

BiLSTM 
Regressio
n 
(Circadian
-only) 

– – – 0.82 

Table 1. Comparative performance of the ChronoSync 
modules compared to the individual single-modality 
baselines. 

5.3 Performance of ChronoSync 

Following the training of the complete mul�modal 
version of ChronoSync, we assessed its performance 
against three dis�nct single modality models. Clear 
improvements appeared across all tasks. The sleep stage 
classifier's accuracy went from 838% to an increase in 
accuracy to 86.4%, which also increased the kappa score 
similarly. 

The stress-recogni�on branch also improved, gaining in 
accuracy from 84.5% to 87.1%. For the circadian task, the 
average acrophase error dropped from 0.82 hours to 0.70 
hours. To ensure these differences were not due to 
chance, we conducted paired t-tests for all five folds’ 
gains. 

The results were significant (p <0.05) and consistent, with 
the circadian model being the most benefi�ed in the 
mul�modal setup. Data supplement with emo�onal 
states and sleep quality informa�on the ac�vity. 

Predic�ons were altered according to the different 
forma�ons. Circadian �ming generally reacts to stress or 
disrupted sleep. Therefore, the improvements are not 
Due to a larger input space, but from the truly 
complementary informa�on from combining mul�ple 
physiological signals. 

Modality Sleep 

Acc% 

Sleep 

K 

Stress 

Acc% 

Acro 
phase 
MAE 

EEG only 
(Sleep-
only) 

83.8% 0.77 – – 

CNN–
BiLSTM 
(Emotion-
only) 

– – 84.5 – 

BiLSTM 
Regressio
n 
(Circadian
-only) 

– – – 0.82 

ChronoSy
nc (full 
multimod
al) 
 

86.4% 
 

0.80 
 

87.1% 
 

0.70 
 

 Table 2. The table shows that all improvements over the 
corresponding single-modality baselines are statistically 
significant, based on paired t-tests across the five folds (p 
< 0.05). 

The results show that the multimodal design of 
ChronoSync improves both the classification and 
regression tasks. This indicates that linking information 
across different physiological domains strengthens overall 
performance. In particular, the drop in MAE for circadian 
estimation—from 0.74 to 0.68 hours—suggests that 
incorporating emotional and sleep data provides 
additional temporal context that helps the model predict 
daily rhythm timing more accurately. 

 

. 

 

 

 

 

 

Diagram 4. The plot shows the daily activity pattern 
alongside the fitted cosine curve from which the circadian 
parameters are derived. 
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Metric Value 
Total Sleep Time 360.5 minutes 
Sleep Efficiency 95.12% 
Sleep Onset Latency 0.0 minutes 
WASO 18.5 minutes 
REM Latency 1.0 minute 

 

Table 3. shows the main sleep metrics extracted from the 
model for the sample night. It includes total sleep 
duration, efficiency, latency values, and time spent awake 
after sleep began. 

5.4 Sleep Stage Breakdown 

To understand how well the fused model works across all 
sleep stages, we look at a sample night. The expected 
percentages were quite similar to the usual human sleep; 
the largest proportion was N2, followed by REM and N3, 
with lesser proportions of Wake and N1. 

This pattern is significant because it suggests that the 
model did not overfit a dominant phase nor collapse 
uncertain segments into a single class. The hypnogram 
transitions seem realistic, with lighter stages leading to 
deeper stages, and REM appearing later in the night, as 
expected. 

As a result, the distribution proved that the multimodal 
setup maintained a realistic sleep structure and did not 
distort the staging. 

Stage Percentage (%) 

Wake 5.1 

N1 8.3 

N2 50.6 

N3 14.8 

REM 21.2 

 

Table 4. The figure presents the hypnogram, showing how 
the model believes sleep stages progressed throughout the 
night. 

 

 

 

 

 

 

 

Diagram 5. The hypnogram shows the model’s predicted 
sleep stages across the night, illustrating how it follows 
the transitions between Wake, N1, N2, N3, and REM from 
one epoch to the next. 

 

Sleep Scores 

Score Type Value 

Efficiency Score 95.1 

Deep Sleep Score 69.6 

REM Sleep Score 82.1 

Continuity Score 90.8 

Overall Score 85.0 

Table 5 The table lists the computed sleep scores for the 
session, summarizing efficiency, deep sleep, REM quality, 
continuity, and the overall score generated by the system. 

Sleep Architecture 

Parameter Value 

Total Sleep Cycles 64 

Average Cycle Length 5.6 minutes 

Stage Transitions 50 

Fragmentation Index 0.6 

Stage Stability (Mean Duration) 7.1 minutes 

Stage Stability (Std Dev) 9.0 minutes 

 

Table 6. outlines the structural features of the night, 
including cycle count, transition frequency, 
fragmentation, and stability measures. 

This sample shows how ChronoSync summarizes a 
complete night’s worth of data. It provides information on 
the allocation of sleep stages, overall stability, and the 
correspondence of predictions to reference scoring. The 
model shows strong confidence that the state is neutral, 
while the circadian metrics point towards a morning type. 
All these things show what kind of report that the system 
will generate, for each session. 

5.5Attention Insights. 

Many interesting patterns can be observed when we 
analyzed the attention weights from the fusion layer. 
Nights with large EDA fluctuations especially those 
occurring close to bedtime were frequently followed by a 
later predicted circadian phase. It reflects how stress or 
increased emotional arousal can alter daily rhythms in 
everyday life. 

 

 

We found that nights when sleep became fragmented, 
especially with many N1 transitions, were often followed 
by elevated predicted stress levels the next morning. 
According to the findings, while we should not interpret 
them too strongly as causally linking effects, they appear 
to suggest that the model was not just memorising the 
associations between numbers but rather picking up 
meaningful physiological relationships. 

5.6 Statistical Validation. 

To check the reliability of the results, several statistical 
tests were done. Multimodal outperforms each single-
modality baseline according to paired t-tests (p < 0.05) on 
each fold. 

We also compared the residual distributions using 
ANOVA. The multimodal setup explained about 19–23% 
more variance than the strongest single-modality model. 
These tests support the theory that the learning in question 
is not the result of artefact or some noise, showing genuine 
gains by fusing multiple physiological data streams. 

 

VI. DISCUSSION AND FUTURE WORK 

The findings reveal that provided that datasets are not 
related, a combination of information on sleep, emotional 
physiology, and daily activity is useful. Despite the 
performance advances not being particularly large, it is 
clear that the model consistently achieves these advances 
across folds. This suggests that the model is making use of 
shared patterns in the three domains that are actually 
useful. 

One interesting point was that the model’s attentional 
patterns matched the documented physiological 
relationships. For example, when the EDA fluctuations are 
strong on an evening, the acrophase prediction will often 
be later following the next day. Nights when he or she does 
experience lower stage three and four sleep despite any 
apparent need to do otherwise more nights than not predict 
nights with higher predicted stress. These trends do not 
give us cause to assume some form of causality, but 
merely show that the model responded to strong 
physiological signals instead of simply memorizing noise. 

The study also brought out a few practical limitations. 
Using only one EEG channel limits detail. WESAD is 
okay but feels very laboratory like. Tests are done under 
lab controlled settings on everyday activity and not 
naturally stressful conditions.  Actigraphy-based 
circadian-clock measures often underestimate the light-
driven alerting response. Having all three modalities in 
one dataset collected at the same time can let the model 
learn stronger, more explicit connections. 

These findings nevertheless suggest that combining 
signals across domains, however imperfectly, 
gets some traction. 

 

VII. CONCLUSION AND REFERENCES 

7.1 Conclusion 

The purpose of this work was to test a simple idea. A small 
neural model can make better predictions when given 
information about human physiology from two aspects. 
once? The findings indicate that it can, at least to a modest. 
but reliable extent. The multimodal setup consistently. 
outperformed single-modality baselines across sleep. 
Observation of strain and determination of internal clock 
and arrangement. Although the improvements are not 
large, they point. which can lead to a further research 
Human. Physiology functions as a complex, integrated 
system. Models that are trained on isolated data sets 
invariably miss some of that complexity. Expanding 
multimodal systems. With better signals and longer 
recordings used together. The datasets that were collected 
could show how. Emotions Start Affecting Sleep Patterns’ 
Results Earlier sentences tell that the integrated health is 
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